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The role of application delivery in 
your cloud-native journey
As digital transformation is changing how your 
organization conducts business, it is also changing 
how your products and services are delivered. The 
infrastructure and practices by which your software is 
continuously deployed and operated—your application 
delivery—is the fulcrum of your organization’s 
digital transformation. Likely you are progressing 
on your cloud-native journey—that is, transitioning 
from monolithic to container-based microservices 
architectures with the goal of achieving agility, 
portability, and on-demand scalability. Kubernetes is 
the platform of choice for many companies, providing 
the automation and control necessary to manage 
microservices-based applications at scale and with  
high velocity.

The network is part and parcel to each and every 
service request in your microservices-based application. 
Therefore, it may come as no surprise that at the core 
of application delivery is your application delivery 
controller, an intelligent proxy that accelerates and 
manages application delivery. With no standard 
definition of what an application delivery controller 
does, the capabilities of intelligent proxies vary broadly. 
In this white paper, we’ll explore application delivery 
controllers as they relate to your architecture choices, 
your use of container platforms, and open source tools.

7 key considerations for 
microservices-based application 
delivery
Before embarking on your cloud-native journey, it’s 
essential to critically assess your organization’s 
readiness so you can choose the solutions that 
best fit your business objectives. There are seven 
key considerations to address when planning your 
microservices-based application delivery design:

1. Architecting your foundation the right way

2. Openly integrating with the cloud-native ecosystem

3. Choosing the perfect proxy

4. Securing your applications and APIs

5. Enabling CI/CD and canary deployment with 
advanced traffic steering

6. Achieving holistic observability

7. Managing monoliths and microservices

A thorough evaluation of these seven considerations 
is best done with specific tasks and goals in mind. 
Depending on the size and diversity of your organization, 
you may need to account for a variety of stakeholders’ 
needs—that is, tasks and goals that differ based on role 
and responsibility.

In context of application delivery, we’ll survey the 
most common roles with a generalized view of their 
responsibilities and needs as stakeholders. To help 
facilitate a general understanding, we’ve grouped some 
roles when responsibilities overlap across multiple teams:

• Platform: Platform teams are responsible for 
deploying and managing their Kubernetes 
infrastructure. They are responsible for platform 
governance, operational efficiency, and developer 
agility. The platform team is the connective tissue 
among various teams like DevOps, SREs, developers, 
and network operations teams and therefore must 
address and balance the unique needs of a diverse 
group of stakeholders, or influencers, when choosing 
cloud-native solutions.

• DevOps: DevOps teams are responsible for 
continuously deploying applications. They care about 
faster development and release cycles, CI/CD and 
automation, and canary and progressive rollout.

• SREs: Site reliability engineers must ensure 
application availability. They care about observability, 
incident response, and postmortems. SREs often 
act as architects for the DevOps team and are often 
extensions of or directly belong to DevOps teams.

• Developers: Development teams are responsible 
for application performance and are focused on 
ensuring a seamless end-user experience, including 
troubleshooting, and microservices discovery and 
routing. Application performance and troubleshooting 
is a shared responsibility among multiple teams.
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• NetOps: Network operations teams are responsible 
for ensuring stable, high-performing network 
connectivity, resiliency, security (web application 
firewalls and TLS, for example), and are commonly 
focused on north-south traffic. They care about 
establishing networking policies and enforcing 
compliance; achieving management, control, and 
monitoring of the network; and gaining visibility for the 
purpose of resources and capacity planning.

• DevSecOps: DevSecOps teams care about ensuring a 
strong security posture and rely on automated tools to 
orchestrate security for infrastructure, applications, 
containers, and API gateways. DevSecOps works  
very closely with NetOps to ensure a holistic  
security posture. 

Each role has nuanced responsibilities. Whether you 
have a single person or entire teams assigned to these 
roles, each role’s function needs to be accounted for.

It’s important to note that these stakeholders are 
undergoing a transformation in their responsibilities—
or at least a transformation in the way that they 
perform their responsibilities. Depending upon your 
organization’s size and structure, your stakeholders may 
or may not have clearly defined lines of accountability 
among roles. As you adopt a cloud-native approach to 
application deployment and delivery, you may find that 
the once-defined lines have blurred or that they are 

being redrawn. Be aware that the individuals who fill 
these roles typically go through a period of adjustment 
that can be unsettling until they adapt.

Your cloud-native infrastructure should be as 
accommodating as possible to you, your team, and your 
collective responsibilities and process, so we encourage 
you to seek solutions that address the needs of all your 
stakeholders. Significantly, this includes evaluating 
different architectural models that are best suited to 
the purpose. While every organization doesn’t travel 
the same road to cloud-native, every journey starts 
with initial architectural decisions—decisions that have 
substantial bearing on your path to cloud native.

1.  Architecting your foundation the  
right way

Cloud native novices and experts alike find that 
designing their application delivery architectures is the 
most challenging part of building microservices. Your 
architectural choices will have a significant impact 
on your cloud-native journey. Some architectures will 
provide greater or fewer benefits while others will prove 
less or more difficult to implement.

Whether you are a cloud-native pro or a novice, your 
selection of the right application delivery architecture 

Diverse stakeholders have unique needs

Platform team
Platform governance, operational efficiency, developer agility

DevOps
Faster release and 
deployment cycles, 
CI/CD and automation, 
canary and progressive 
rollout

Developers
User experience, 
troubleshooting, 
microservice discovery, 
and routing

SRE
Application availability, 
observability, incident 
response, postmortems

NetOps
Network policy and 
compliance; manage, 
control, and monitor 
network; resource and 
capacity planning

DevSecOps
Application and 
infrastructure security, 
container security and 
API gateways, and 
automation
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will balance the tradeoff between the greatest benefits 
and the simplicity needed to match your team’s skill set. 
Figure 1 highlights four common application delivery 
architecture deployment models.

Tip: Traffic directions 
North-south (N-S) traffic refers to traffic between 
clients outside the Kubernetes cluster and services 
inside the cluster, while east-west (E-W) traffic  
refers to traffic between services inside the 
Kubernetes cluster.

Each of the deployment models in Figure 1 come with 
their list of pros and cons and are typically the point 
of focus of different teams. So how do you choose the 
right architecture for your deployment? Given the needs 
of your stakeholders and the many specifics involved 
in managing both north-south (N-S) and east-west 
(E-W) traffic, it is critical to assess the four different 
architectures with respect to the following areas:

• Application security

• Observability

• Continuous deployment

• Scalability and performance

• Open source tools integration

• Service mesh and Istio integration

• IT skill set required

Learn more about the evaluation criteria.

Let’s examine each of the four deployment models.

Two-tier ingress

Two-tier ingress is the simplest architectural model 
to deploy to get teams up and running quickly. In this 
deployment model, there are two layers of ADCs for 
N-S traffic ingress. The external ADC (at Tier 1), shown 
in green in Figure 2, provides L4 traffic management. 
Frequently, additional services are assigned to this  
ADC and can include web application firewall (WAF), 
secure sockets layer/transport layer security offload 
(SSL/TLS) functionality, and authentication. A two-tier 
ingress deployment model is often managed by the 
existing network team (which is familiar with internet-
facing traffic), and it can also be used as an ADC for 
other existing applications simultaneously.

The second ADC (Tier 2), shown in orange in  
Figure 2, handles L7 load balancing for N-S traffic.  
It is managed by the platform team and is used within 

Figure 1: Citrix architectures for microservices-based application delivery
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https://thenewstack.io/part-1-the-best-way-to-select-a-proxy-architecture-for-microservices-application-delivery/
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the Kubernetes cluster to direct traffic to the correct 
node. Layer 7 attributes, like information in the URL 
and HTTP headers, can be used for traffic load-
balancing decisions. The orange ADC continuously 
receives updates about the availability and respective 
IP addresses of the microservices pods within the 
Kubernetes cluster and can make decisions about which 
pod is best able to handle the request. Deployed as a 
container inside the Kubernetes cluster, the orange ADC 
can be deployed as a container with Citrix CPX or with 
another similar product.

Tip: Improving kube-proxy performance 
By default, kube-proxy uses iptables (x_tables 
kernel modules), so it does not perform as well as 
other proxies. You can configure kube-proxy to run 
in different modes by setting the --proxy-mode flag. 
Setting this flag to ipvs enables IPVS mode (netfilter 
kernel modules), which provides much improved 
performance and also enables a choice of load-
balancing algorithms through the --ipvsscheduler 
parameter beyond the default round robin algorithm.

The E-W traffic between microservices pods is managed 
by kube-proxy, an open source, basic L4 load balancer 
with simple IP address-based round robin or least 
connection algorithm. kube-proxy lacks advanced 
features like Layer 7 load balancing, security, and 
observability, making it a blind spot for E-W traffic.

Figure 2: Two-tier ingress proxy architecture

Node
(Kube-proxy)

Node
(Kube-proxy)

Node
(Kube-proxy)

Node
(Kube-proxy)

Kubernetes

Citrix ADC (CPX)

Citrix ADC

 

Pros of two-tier ingress

With the right proxy, SSL termination can be done 
at the edge, and traffic can be inspected easily. This 
enables N-S traffic to be comprehensively secured 
across L3-7. ADC collects and reports telemetry on 
the N-S application traffic it sees, which means that 
this architecture provides robust observability for N-S 
traffic. ADC can also integrate with CI/CD tools like 
Spinnaker to provide traffic management to N-S traffic 
for excellent continuous deployment capabilities.

Two-tier ingress scales very well for N-S traffic. Citrix 
ADC, for example, can reach hundreds of Gbps—or even 
Tbps—throughput through active-active clustering of 
ADCs if required. Integration with third-party tools like 
Prometheus, Grafana, and Zipkin are supported out of 
the box with ADC, so you can continue to use the tools 
with which you are familiar to collect data and manage 
your systems for N-S traffic.

The bifurcated design of two-tier ingress makes it 
relatively simple to implement demarcation points for 
control. The network team can own and manage the 
green ADC, and the platform team can work inside the 
Kubernetes environment. Neither the network team nor 
the platform team needs extensive retraining, which 
makes this architecture quick to implement.

Cons of two-tier ingress

The limitations of kube-proxy have made the use of 
third-party tools like Project Calico necessary to provide 
network policies, segmentation, and security support 
for inter-microservices communication. Similarly, kube-
proxy’s lack of detailed telemetry capabilities provides 
very little observability for E-W traffic. kubeproxy does 
not have the extensive APIs to integrate with continuous 
deployment tools, and its basic round-robin load 
balancing does not provide the granular load balancing 
needed to incorporate a CI/CD strategy inside the 
cluster. And kube-proxy does not currently integrate 
with service meshes, so there is no open source control 
plane integration for your E-W traffic management.

Overall, two-tier ingress provides excellent services 
for N-S traffic but lacks control for E-W traffic. It is a 
popular architecture because it is simple to implement 
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and is frequently a starting point for enterprises on their 
cloud-native journey to microservices adoption.

Learn more about two-tier ingress.

Unified ingress

Unified ingress is very similar to the two-tier ingress 
architecture, except that it unifies two tiers of 
application delivery controllers (ADCs) for N-S traffic 
into one. Reducing an ADC tier effectively removes one 
hop of latency for N-S traffic.

Unified ingress has the same benefits and drawbacks 
as the two-tier ingress proxy architecture for security, 
observability, continuous deployment, scale and 
performance, open source tools support, and service 
mesh integration. Where it differs is in the skill sets 
required for implementation. With unified ingress, both 
the ADCs for N-S traffic and kube-proxy for the E-W 
traffic are managed by the platform team, who must  
be very network savvy to implement and manage  
this architecture.

Figure 3: Unified ingress proxy architecture
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A unified ingress proxy architecture is capable of 
participating in the Kubernetes cluster’s overlay 
network. This allows it to communicate directly with the 
microservices pods. Therefore, the platform team has to 
be knowledgeable about layers 3-7 of the network stack 
to take full advantage of this architecture.

In summary, unified ingress proxy architecture is 
moderately simple to deploy compared to service 
mesh (which we will cover next), and it offers robust 

capabilities for N-S traffic, but has very limited 
functionality for E-W traffic due to the limitations of 
kube-proxy. A network-savvy platform team is key for 
implementing this architecture.

Learn more about unified ingress.

Service mesh

A service mesh is a dedicated infrastructure layer 
to control how different parts of an application 
communicate with one another. The service mesh 
landscape has exploded because service meshes 
offer the best observability, security, and fine-grained 
management for traffic among microservices—that is, 
for E-W traffic. As an additional layer of infrastructure, 
service meshes do bear additional complexity as a 
tradeoff to the value they provide.

A typical service mesh architecture is similar to the two-
tier ingress proxy architecture for N-S traffic and offers 
the same rich benefits for N-S traffic. The key difference 
between service mesh and two-tier ingress, and where 
most of the value lies, is that service mesh employs a 
lightweight proxy as a sidecar to each microservice 
pod for E-W traffic. Microservices do not communicate 
directly: Communication among microservices happens 
via the sidecar, which enables inter-pod traffic to be 
inspected and managed as it enters and leaves the pods.

By using proxy sidecars, service mesh offers the highest 
levels of observability, security, and fine-grained 
traffic management and control among microservices. 
Additionally, select repetitive microservice functions like 
retries and encryption can be offloaded to the sidecars. 
Despite each sidecar’s being assigned its own memory 
and CPU resources, sidecars are typically lightweight.

You have the option to use Citrix CPX as a sidecar. 
Sidecars, which are managed by the platform team 
and attached to each pod, create a highly scalable, 
distributed architecture, but they also add complexity 
because they result in more moving parts.

Pros of service mesh

The advantages of service mesh for N-S traffic are 
similar to those for two-tier ingress. Service mesh, 

https://thenewstack.io/part-2-the-best-way-to-select-a-proxy-architecture-for-microservices-application-delivery/
https://thenewstack.io/part-2-the-best-way-to-select-a-proxy-architecture-for-microservices-application-delivery/
https://layer5.io/landscape
https://layer5.io/landscape
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however, brings added advantages for E-W traffic.  
The presence of sidecars enables you to set 
security policies and control communication among 
your microservices. You can mandate things like 
authentication, encryption, and rate limiting for APIs 
among microservices if required.

Figure 4: Service mesh architecture
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Because E-W traffic is seen by the sidecars, there is 
much more telemetry to provide holistic observability 
for better insights and improved troubleshooting. 
Furthermore, Citrix CPX as a sidecar has well-defined 
APIs that integrate with myriad open source tools, so 
that you can use the observability tools you’re used  
to. Sidecar APIs allow integration with CI/CD tools  
like Spinnaker.

Similarly, sidecars will integrate with a service mesh 
control plane like Istio for E-W traffic. Also, repetitive 
functions like retries and encryption can be offloaded 
to the sidecars. The distributed nature of the sidecar 
means that the solution is scalable for such features as 
observability and security.

Cons of service mesh

The biggest drawback of a service mesh architecture is 
the complexity of implementation (managing hundreds 
or thousands of sidecars is not trivial). The learning 
curve can be steep for the platform team because 
there are so many moving parts. A sidecar for every 
pod adds to CPU and memory needs. Similarly, sidecars 
add latency. Latency, which may affect application 

performance, varies with proxy implementation and can 
be easily measured by the open source tool, Meshery. 
Citrix CPX as a sidecar offers latency as low as 1 ms, 
whereas other solutions can add much more.

Overall, a service mesh architecture provides excellent 
security, observability, and fine-grained traffic 
management for all traffic flows. The major downside is 
that it is complex to implement and manage.

Learn more about service mesh.

Service mesh lite

What if you want service mesh–like benefits with much 
less complexity? The answer is service mesh lite, which 
is a variant of service mesh.

With a service mesh lite architecture, the ADC shown 
in green in Figure 5 is responsible for Layer 4-7 load 
balancing for N-S traffic to handle inbound requests and 
load balance to the right Kubernetes cluster. The green 
ADC may carry out SSL termination, web application 
firewalling, authentication, or other network services. It 
is managed by the networking team.

Depending on isolation and scale requirements, 
service mesh lite proxy architecture uses a single or 
several ADCs (shown in orange in Figure 5) that proxy 
communications among microservices pods to manage 
inter-pod (E-W) traffic rather than using individual 
sidecars attached to each pod. Proxies can be deployed 
per node or per namespace and are managed by 
platform teams.

Pros of service mesh lite

Service mesh lite provides many of the same benefits 
as service mesh but reduces the overall complexity 
by only having a small set of proxy instances per 
cluster to manage the inter-pod traffic. Passing all 
E-W traffic through a small set of proxies provides 
the same advanced policy control, security, and fine-
grained traffic management of a service mesh proxy 
architecture without all the complexity.

Another advantage of service mesh lite is reduced 
latency as compared to service mesh because end-user 
requests go through fewer proxies. The main advantage 

https://thenewstack.io/part-3-the-best-way-to-select-a-proxy-architecture-for-microservices-application-delivery/


Citrix  |  7 key considerations for microservices-based application delivery 8

is reduced complexity and a lower skill set required to 
implement compared to service mesh. Similar to two-
tier ingress, the networking team can manage the green 
ADC, and the platform team can manage the orange 
ADC. With service mesh lite, both teams can work in 
familiar environments and develop at their own speed.

Figure 5: Service mesh lite architecture
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Overall, service mesh lite provides most of the service 
mesh features, but with reduced complexity and a lower 
IT skill set requirement. Many organizations that started 
with the two-tier ingress architecture find it to be an easy 
transition to service mesh lite for the added benefits it 
brings to their E-W traffic—including better observability, 
enhanced security, better integration with open source 
tools, and support for continuous deployment.

Cons of service mesh lite

Service mesh lite removes the implementation and 
management associated with service mesh, but the 
absence of a proxy per pod means that you sacrifice 
some functionality offload. For example, encryption for 
E-W must be implemented in each microservice, itself,  
if required.

Learn more about service mesh lite. 

Which architecture?

After reviewing the four architecture choices, you might 
be wondering, “what‘s the right architecture choice for 
my organization?” There are no right or wrong answers. 
Like other architectural choices, proxy deployment 

models should be selected based on, in part, your 
application needs, your team structure, and your team’s 
skill set.

Your model of proxy deployment is an important 
consideration, but just one of many when planning for 
your application delivery infrastructure. Ensuring that 
the application delivery components in your deployment 
are well-integrated into the cloud-native ecosystem is 
your next consideration.

2. Openly integrating with the cloud-
native ecosystem

It’s imperative that your various application delivery 
tools and processes, including your proxy, be 
well-integrated into commonplace cloud-native 
infrastructure. It’s no secret that much of today’s 
innovation happens in open source software. And 
clouds, both public and private, are built upon open 
source software. So in most cases, your infrastructure 
will comprise popular open source infrastructure and 
tools that you have picked up on your journey to cloud 
native. To the extent this is the case, you’ll find common 
integrations by categories in Figure 6:

Figure 6: Key categories of consideration for proxy 
integration with Kubernetes platforms and open source 
tools
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Cloud-native environments make liberal use of open 
source software projects. Irrespective of which projects 
you use, suffice it to say that cloud-native application 
delivery can’t be done with just containers. The 
combination of containers, container orchestration, 
and a service mesh will get you very far. And alongside 
a CI/CD system, these components are the most 
significant and ubiquitously used components of cloud-

https://thenewstack.io/part-4-when-a-service-mesh-lite-proxy-is-right-for-your-organization
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native infrastructure. Integration with each of these 
categories of cloud-native infrastructure is critical 
so that developers and operators can design and 
run systems that communicate and interoperate as a 
whole. The fact that these bedrocks of cloud-native 
infrastructure are open source unlocks their ability to  
be integrated.

Tip: OpenMetrics 
The cloud-native ecosystem needs a common format 
for the exchange of metrics. Observability pains 
grow with the release of each newly instrumented 
service that presents its own metric format. 
OpenMetrics is an effort to create an open standard 
for transmitting metrics at scale, with support for 
both text representation and protocolbBuffers. 
OpenMetrics builds on Prometheus’s exposition 
format, popular telemetry formats, and protocols 
used in infrastructure and application monitoring.

At the heart of the cloud-native ecosystem is the 
extensible and scalable orchestration infrastructure, 
Kubernetes. The cloud-native ecosystem (both open 
source and closed source) extends Kubernetes by 
writing custom resource definitions (CRDs) and 
associated controllers. The CRDs and controllers give 
operators a Kubernetes-native way to manage all parts 
of their platforms— both open source and closed 
source. This integration affords tool unification and 
powerful composable intent-based primitives that truly 
enable a software-defined platform.

Critical to the speed of delivery is an early investment 
in continuous integration/continuous delivery (CI/CD). 
It’s likely that you have already wrangled continuous 
integration. Continuous deployment pipelines are your 
next step in seeing that changes to your source code 
automatically result in a new container being built, and 
a new version of your microservice being tested and 
deployed to staging, and eventually to production.

For many, the notion that CI/CD is an area of early 
investment is counterintuitive, and they find it hard to 
swallow the upfront engineering effort required to get 
a solid pipeline in place. The sooner CI/CD basics are 

implemented, however, the sooner the dividends start 
paying out. We will cover advanced continuous delivery 
considerations later in this white paper.

Citrix integrates with the leading Kubernetes platforms 
and open source tools

Kubernetes platforms Observability tools

• Google GKE • Prometheus
• Amazon EKS • Grafana
• Azure Kubernetes Service • Elasticsearch
• Red Hat OpenShift • Kibana

• Zipkin

CI/CD tools Network and control plane

• Spinnaker • Istio
• Helm
• gRPC
• CNI

With cloud-native infrastructure being inherently 
dynamic (in contrast to infrastructure not driven by 
APIs,) the ability to observe cloud-native infrastructure 
and its workloads is also necessary. Software is 
written with functionality and debugging in mind. Most 
often, developers use logging as the primary method 
for debugging their applications. Integration with 
Elasticsearch and Kibana is key here.

Performance counters are another way to track 
application behavior and performance. Akin to SNMP for 
physical and virtual network monitoring, the equivalent 
cloud-native “standard” is the use of Prometheus and 
Grafana, so it’s important that your application delivery 
solution integrate with these tools. Currently there is 
no recognized standard for cloud-native application 
performance monitoring metrics.

Irrespective of the metrics format, there are a few 
metrics that have been identified as key indicators of the 
health of a cloud-native application (that is, the health 
of a service): latency, traffic, errors, and saturation. Your 
application delivery solution should assist in producing 
these signals. It should also provide support for the 
tracing of your distributed, cloud native workloads. 

The aforementioned integrations with open source 
tools enable loosely coupled systems that are 
resilient, manageable, and observable. Citrix ADC 
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also embodies these characteristics. All of the 
infrastructure integrations detailed here depend upon 
APIs for interchange and interoperability. Cloud native 
applications, too, are centered around declarative APIs 
to interface with the infrastructure and serve user-
facing workloads.

The endpoints that your APIs expose are now being 
managed by open source service meshes. Service 
meshes deliver the next generation of networking 
designed for cloud native applications. At the core of a 
service mesh is its data plane (its collection of proxies). 
Proxy selection criteria and deployment model tradeoffs 
are our next area of consideration.

3. Choosing the perfect proxy

Historically, application delivery controllers (ADCs) were 
purchased, deployed, and managed by IT professionals, 
most commonly to run enterprise-architected 
applications. With their distributed systems design and 
ephemeral infrastructure, cloud-native applications 
require ADCs to be as dynamic as the infrastructure 
(containers, for example) upon which they run. These 
ADCs are often software based, and are used as proxy 
servers. Because cloud-native applications are typically 
developer-led initiatives in which developers are creating 
the application—that is, the microservices—and the 
infrastructure, developers, and platform teams are 
increasingly making, or heavily influencing, decisions for 
ADCs (and other) infrastructure.

Selecting your proxy is one of the most important 
decisions your team will make. A developer’s selection 
process gives heavier weight to a proxy’s APIs (due to 
their ability to programmatically configure the proxy) 
and on a proxy’s cloud-native integrations (as previously 
noted). A top item on the list of demands for proxies is 
protocol support. Generally, protocol considerations can 
be broken into two types:

• TCP, UDP, HTTP: Network team–centric consideration 
in which efficiency, performance, offload, and load-
balancing algorithm support are evaluated. Support 
for HTTP2 often takes top billing. 

• gRPC, NATS, Kafka: A developer-centric consideration 
in which the top item on the list is application-level 
protocols, specifically those commonly used in 
modern distributed application designs.

The reality is that selecting the perfect proxy involves 
more than protocol support. Your proxy should meet all 
key criteria:

• High performance and low latency

• High scalability and small memory footprint

• Deep observability at all layers of the network stack

• Programmatic configuration and ecosystem 
integration

With a Kubernetes-native control plane, using CRDs and 
associated controllers enables powerful simplification, 
easy scaling, and intent-driven infrastructure. It is 
critical that the proxy has the capability to be intent 
driven using Kubernetes CRDs and controllers (like the 
Citrix Ingress Controller). It’s the robustness of a proxy’s 
cloud-native integrations and configuration APIs, like 
the Citrix Nitro API, that enables this. Not only are the 
proxy’s configuration APIs a key consideration, but so 
is the method by which they handle your applications’ 
APIs, specifically their security.

Tip: HTTP2, gRPC, and NATS 
Central to many distributed systems’ architectures 
are streaming and messaging protocols. When 
your applications need higher performance than 
JSON-REST, the application architecture commonly 
includes use of gRPC or NATS. REST is often found 
on the perimeter of the services, whereas gRPC is 
used for service-to-service interactions. gRPC is a 
universal RPC framework. NATS is a multi-modal 
messaging system that includes request/reply, pub/
sub, and load-balanced queues.

TCP/UDP support

There are many applications that communicate over 
TCP/UDP ports. Kubernetes ingress was developed 
with web traffic in mind. It provides a standard way 
to control and route HTTP/S traffic into the cluster. 
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However, ingress mechanisms for non-HTTP traffic are 
inconsistent and can be challenging.

Typical methods are:

• Service.Type = Nodeport: Nodeports use non-
standard ports and are awkward and complex to get 
into production.

• Service.Type = LoadBalancer: Typically offered only 
in public clouds, LoadBalancers could get expensive 
depending on the number of services used.

• Citrix offers Service.type = Loadbalancer with a built-
in IP address manager that is consistent across clouds 
and on-premises deployments. This implementation 
simplifies IP address management and can save on 
load balancer costs in public clouds. An alternate 
method, also supported by Citrix, is to use ingress 
annotations that expose TCP/UDP ports.

All three methods make it much easier for TCP/UDP 
applications to be used as microservices without 
extensive code rewrites or protocol changes.

4. Securing your applications and APIs

Security considerations for Kubernetes deployments 
are typically evaluated by traffic direction: north-south 
traffic and east-west traffic (see Figure 7 below). 

While traffic direction will dictate your security 
needs, the reality is that several concerns are shared 
considerations for both north-south and east- 
west traffic. 

Let’s walk through each API security requirement:

Ingress security (North-South)

As services are exposed outside the cluster, the  
security considerations remain similar to those of 
monolithic deployments. In addition to ensuring 
protections like IP block/allow lists and a robust 
encryption profile (SSL/TLS), it is imperative that  
the services are protected against both layer 3-4  
and layer 7 DDoS.

 

Authentication/authorization are equally critical to 
ensure that the right access controls are established 
and maintained on data, APIs, and services. At the same 
time, as attacks are moving to the application layer, web 
application firewall (WAF) protections like SQL injection 
(SQLi), buffer overflow, and signature protections are 
table stakes. As the types of attacks are continuously 
evolving and because applications and APIs are 
changing many times a month, it is also critical that the 
protection mechanisms include behavior-based methods 
to automate the protection policies and detect potential 
zero-day attacks.

API gateway and security (North-South)

APIs are becoming the currency for digital 
transformation and for microservices that provide 
services via API, and therefore routing, security, control, 
and visibility for APIs is critical. API gateways are a 
perfect function to achieve these capabilities and 
typically are combined with the ingress solution.

API gateway solutions offer key functions like 
authentication, authorization, rate limiting, policy-based 
routing of APIs, and API versioning. In addition, the 
traditional controls applicable to a N-S web service are 
equally applicable and even more important to apply to 
APIs. API security is not just about authentication but 
also about ensuring that the content coming in from 
authenticated sources is not malicious. API gateway 
functions typically get configured in ingress through 
configmaps or CRDs.

Intra-cluster security for service mesh or service 
mesh lite (East-West)

Secure application deployment and secure 
infrastructure best practices dictate security controls 
in terms of both N-S and E-W service traffic (the former 
is generally more intuitively understood) because one 
layer of security isn’t enough, and in-depth defense  
is needed.

As the number and variety of your microservices 
expand, the pattern we’ve seen is that services might 
start as internal use only, but over time end up being 
exposed externally to customers and partners. The 

https://developer-docs.citrix.com/projects/citrix-k8s-ingress-controller/en/latest/how-to/tcp-udp-ingress/
https://developer-docs.citrix.com/projects/citrix-k8s-ingress-controller/en/latest/how-to/tcp-udp-ingress/
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gooey center of your cluster, where you initially intend 
to have most of your service-to-service interactions, 
needs to be as secure as possible because service-
to-service interactions expand to interactions outside 
the cluster. Service meshes are a natural solution 
here. To obtain this added layer of security (and many 
other benefits), the adoption of service meshes is on 
the rise, dramatically. When your application delivery 
controller integrates with a service mesh, API security is 
broadly upleveled and guaranteed up to a certain point, 
irrespective of developers’ rigor in incorporating secure 
coding practices. That’s because a service mesh runs 
as a layer of your infrastructure, relieving developers 
of a number of (but not all) identity, authentication, and 
authorization concerns.

For example, inter-services communication should be 
mutually authenticated via transport layer security (TLS) 
so that only permitted API connections are allowed. 
Previously, this may have been implemented with each 
individual service, but the service mesh enables this 
functionality to be offloaded to a sidecar ADC, like Citrix 
CPX, and managed by the service mesh control plane.

Similarly, it should be possible to ensure a faster and 
more consistent approach to SSL policy in microservices 
environments through the use of SSL profiles. By 
defining acceptable SSL settings (ciphers, protocol, 
and key strength for example) and binding them to 

your different entities, developers can quickly deploy 
consistent encryption policies that meet the appropriate 
security requirements. After all, isn’t the goal here to 
facilitate both developer velocity while ensuring that 
necessary security practices are met?

Another rapidly emerging technology to enable 
developer velocity is serverless computing. While 
serverless does indeed involve servers, it leverages 
infrastructure as code to run backend services as 
needed, which frees the developer from having to worry 
about scaling, patching, security, and infrastructure 
reliability. API gateways are key to applications built 
with serverless because the developer can simply 
specify policy such as authentication, authorization, 
and rate limits without worrying about the form factor, 
performance, and reliability of the proxy that usually 
provides these features.

Next, we’ll explore aspects of another benefit that 
service mesh provides: traffic control.

5. Enabling CI/CD and canary deployment 
with advanced traffic steering

Your application delivery solution should be an enabler 
of continuous delivery and canary deployments by 
providing advanced traffic steering. Intelligent proxies 

Figure 7: API security considerations by traffic direction

North-South

Bot mitigation
DDoS protection

Web application firewall

East-West

API authorization
Content inspection

Mutual TLS and encryption

API rate limiting
API authentication

TLS/SSL termination

Shared



Citrix  |  7 key considerations for microservices-based application delivery 13

are required here. If you’re using a control plane (and 
not configuring the proxies directly), understand that 
you will only be able to harness the full power of your 
proxies to the extent that the control plane exposes 
their capabilities for configuration.

Canary deployment

To facilitate canary deployments, you need a powerful 
proxy. Kubernetes facilitates rolling updates to a service 
deployment so that traffic shifting from one version 
of a service to the next happens gradually over time 
with zero downtime. However, Kubernetes on its own 
doesn’t offer the level of granular control over traffic 
that’s necessary for simply exposing your canary to a 
subset of users that you identify. Nor is it convenient 
for error rate and performance monitoring. Although 
performance monitoring is integral for canary analysis, 
many times the solutions for automated canary analysis 
are cobbled together.

A canary deployment is manual. You will need to 
manually check that the canary behaves as you want 
before doing a full deployment (caution: the difference 
between canary and baseline isn’t always clear). Robust 
application delivery solutions support automated 
canary analysis and progressive rollout. With an 
automated canary analysis, not only are you able to 
avoid manual administration of the deployment, but 
you can also rely on an automated statistical analysis 
to better detect problems in the set of metrics you’ve 
identified as indicators of a healthy deployment.

A/B testing requires full control over traffic distribution 
with several versions of your service running in parallel 
as you run various experimental tests. Experimentations 
often include measuring differences in conversion rates 
between versions of a service with the aim of improving 
a given business metric. To facilitate these experiments, 
you might want to direct requests based on various 
criteria like a client’s browser type and version or a user 
segment based on the presence of a specific cookie 
or the effect of UI changes on user behavior and the 
impact on overall performance.

Chaos engineering is akin to A/B testing, as it’s an 
emergent practice that facilitates experimentation. 

Experimentation here is for purposes of testing and 
improving application delivery resiliency. Chaos 
engineering will evolve and expand in use as the 
complexity and rate of change of large-scale distributed 
systems demand new tools and techniques for 
increasing reliability and resiliency. Service-oriented 
teams (as opposed to infrastructure-oriented platform 
teams) will push past chaos engineering tools such as 
Chaos Monkey for inducing machine failures, and skip 
Chaos Kong for evacuating entire regions. Instead they 
will move to application delivery solutions to perform 
precise service-level experiments on their path to 
improving application resiliency via orchestrated chaos. 
It’s through exploration of the impact of increased 
latency and methodical failure of specific services that 
service teams will gain confidence in their systems’ 
capabilities to withstand turbulent conditions in 
production and begin to sleep more soundly at night.

Savvy cloud-native engineers understand the nuances 
of these delivery methods, and the key role that the 
proxy plays in enabling these methods. Note, however, 
that the need for these methods is not restricted to 
cloud-native workloads. These application delivery 
solution considerations generally apply to microservices 
and monolithic services. Irrespective of a given service’s 
architecture, new versions of the service need to be 
deployed and managed. Because we live in a hybrid 
world, we encourage you to seek application delivery 
solutions that do, too.

6. Achieving holistic observability

Observability is crucial for effective troubleshooting of 
microservices environments, but the ephemeral nature 
and complexity of distributed architecture presents 
serious challenges. It’s incredibly har d to maintain 
awareness of what’s happening in your environment 
when containers are continuously created and 
destroyed. Continuous deployment adds to the  
transient nature of containers because DevOps teams 
often push many new deployments per day to update 
their applications.

Similarly, the number of things to monitor—services, 
containers, users—is enormous, and the fact that 
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everything is distributed makes microservices an 
incredibly complex environment. While it’s easy to 
determine if a service is down, troubleshooting slow 
applications is not. How do you isolate problems among 
all of the vast telemetry data to find the root cause, 
especially with inter-microservices (E-W) traffic?

You cannot monitor what you can’t see. This is why it is 
vitally important to have inspection points through which 
the traffic passes. When they are correctly positioned, 
proxies/ADCs collect telemetry for an unprecedented 
view of application traffic—both N-S and E-W 
traffic across both monolithic and microservices 
architectures—and they report important data to 
collection tools.

To overcome the challenge of gaining observability into 
microservices, you need to build an observability stack. 
The stack should consist of four pillars: logging, metrics, 
tracing, and service graphs. However, these should not 
be viewed as individual, disjointed components, but 
rather as a holistic observability stack that is integrated 
and can combine data as required.

Logs

Logs are an immutable record of an individual event at 
a particular time. They are designed into systems, and 
there tends to be a log record to accompany almost every 
action. While logs are highly granular, they are limited in 
their searchability, and it is not usually feasible to process 
them manually. ADC makes log data more digestible by 
feeding it to tools like Elasticsearch for processing and 
indexing, and Kibana for data visualization.

Metrics

Metrics are data points that are measured over time that 
can be used to monitor trends and set alerts. In addition 
to the system resources of your individual proxies, the 
unique position of the proxies means that they see 
important information about the use of the application, 
such as number of requests, HTTP request rate, errors, 
and more. These metrics can be exported by ADCs to 
tools like Prometheus where they can be processed, and 
to Grafana that can help you understand the status of 
your ADCs by visualizing the data with heat maps and 
monitoring it with alerts.

Traces

The flow of packets through a microservices-based 
application can be complex because it can span 
multiple services (and multiple times in some cases), 
so identifying why a service is slow can be difficult. 
Distributed tracing is a technique that monitors request 
flow through microservices to build a map of the latency 
through each microservice hop. Trace is an end-to-
end latency graph of a specific request. It represents 
the entire journey of a request and helps troubleshoot 
latency issues. Distributed tracing can also be used to 
understand the application architecture and services not 
being used. Citrix ADC integrates with open source tools 
like OpenTracing and Zipkin for distributed tracing.

Service graphs

Service graphs are dynamic graphical representations 
of microservices and their interdependencies. Service 
graphs, like those in the Citrix Application Delivery 
Manager (ADM) console, provide detail on connectivity 
among microservices, help you identify issues via simple 
color coding, and learn composite health scores for each 
microservice based on throughput, saturation, errors, 
and latency. More than this, Citrix service graphs  
also have a built in DVR-like function, which allows  
you to zero in on the specific time period when an  
issue occurred.

  Citrix ADM service graph provides holistic observability  
across microservices
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To distill a complex microservices architecture into 
a graphical form, service graphs need to provide the 
ability to tag microservices and to use tags to search, 
sort, and filter. In this way, you can create custom 
service graph views of microservices running in 
production only, or you can restrict your view to see 
details just for canary microservices.

As a complement to the basic pillars of observability 
(logs, metrics, and traces), service graphs enhance your 
observability stack. They provide a holistic view of your 
microservices-based application environments in a 
single place for an intuitive and convenient way to  
gain insight and troubleshoot microservices 
environments faster.

7. Managing monoliths and 
microservices across hybrid multi-cloud

With hybrid cloud now a reality for many organizations, 
managing multiple environments with divergent 
capabilities and management systems is also a reality. 
Operating with confidence requires reconciling these 
differences into a uniform operational model and, 
subsequently, into a uniform understanding with 
consistent quality control. For operational consistency, 
you need a single pane of glass to manage your 
application delivery infrastructure across:

• Any application: monolithic and microservices- 
based applications

• Any environment: on-premises, public, private,  
and hybrid

• Any ADC form factor: physical, virtual, cloud, 
containers, sidecars, and more

You need holistic control and monitoring for operational 
consistency across all your workloads (new microservices 
and existing monoliths). Ideally, you’ll get such 
consistency from the proxy you’ve put in place. As 
you select your proxy, exercise caution when piecing 
together components from disparate vendors/projects 
into a solution, because this not only will require 
integration effort, but also separate specialization to 
understand and operate your proxy portfolio. You can 
avoid the overhead of integration and specialization 

when your proxy portfolio is robust and supports any 
application, any environment, and any form factor, which 
ensures operational consistency.

Moreover, as the large public cloud providers extend 
their reach on premises with offerings like AWS 
Outposts, Azure Stack, and Google Anthos, and as 
organizations adopt them as simpler paths to cloud 
migration, it becomes important to use a proxy that 
works in multiple environments. A battle-tested solution 
like Citrix ADC that is validated to work in AWS Outposts 
and Google Anthos environments both in the cloud 
and on premises can be invaluable for maintaining 
operational consistency across your hybrid multi-cloud 
environment. Because Citrix ADC comes in a variety 
of form factors (including hardware, software, bare 
metal, cloud, containers, sidecars, and more) that are 
built on a single code base, it works across your hybrid 
workloads in a uniform fashion and prevents a sprawl of 
heterogenous load balancers across your environment.

Conclusion
Cloud-native infrastructure and application management 
techniques empower organizations to build and run 
scalable applications in modern, dynamic environments. 
Within these environments, cloud-native applications 
are centered around declarative APIs to interface with 
the infrastructure—the primary purpose is delivery of 
your applications.

Open source service meshes deliver the next generation 
of networking designed for cloud-native applications. 
At the core of a service mesh is its data plane and its 
collection of proxies—its application delivery controller. 
Your selection of an application delivery controller and 
your evaluation of deployment model tradeoffs need 
to be carefully considered, so you can confidently run 
loosely coupled systems that are resilient, manageable, 
and observable.

Not all cloud-native journeys are identical. However, all 
have common milestones. The seven key considerations 
described in this paper are the essential milestones 
to account for on your way from one cloud-native mile 
marker to the next.
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