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Section 1: Overview
Abstract
Amazon Web Services (AWS) provides a comprehensive set of services and tools for deploying Windows®
workloads and NetScaler VPX technology, making it a perfect fit for deploying or extending a Citrix
XenDesktop or XenApp infrastructure, on its highly reliable and secure cloud infrastructure platform.
Deploying an enterprise-class XenDesktop solution that involves multiple components can be resource and
time consuming. We published in the past a series of blogs – Provision your apps and desktops straight onto
AWS with XenApp & XenDesktop 7.5 – which includes AWS CloudFormation sample templates so you can
launch a fully functional XenApp 7.5 server farm on AWS. These blog articles and associated videos and
templates will help you deploy a public cloud based XenDesktop 7.5 scenario. This guide discusses general
concepts regarding how to use these AWS services and provides technical guidance on how to configure,
deploy and run a XenApp and XenDesktop deployment on AWS. This guide illustrates a Reference
Architecture guide for the two most common Citrix XenApp and XenDesktop deployment scenarios on AWS
and discusses their network, security, and deployment.
This guide targets IT infrastructure administrators and DevOps personnel. After reading it, you should have
a good understanding about how you can script the deployment and basic configuration process and deploy
a XenApp or XenDesktop site on the AWS cloud repeatedly and reliably.

Introduction
XenDesktop is an application delivery solution that enables any Windows ® application to be virtualized,
centralized and managed in the datacenter and instantly delivered as a service to users anywhere on a
device. Empowering users with on-demand self-service to enterprise applications. AWS cloud not only
provides the on-demand resources (compute, database, network etc.) you need to run this solution but also
provides a way to script the provisioning and configuration steps so you can deploy it easily. AWS
CloudFormation enables you to create and provision AWS infrastructure deployments predictably and
repeatedly. It helps you deploy AWS services such as Amazon Elastic Compute Cloud (EC2), Amazon Elastic
Block Store (EBS), and Auto Scaling groups to build reliable, scalable, and cost-efficient applications. In
addition, we provide some basic Windows PowerShell scripts for a more detailed configuration of the
Windows-based Amazon EC2 instances. These Windows PowerShell scripts provide limited functionality and
are not meant to represent a final solution. The scripts are built from samples freely available on the usual
Windows PowerShell community sites and are meant to show how you can use AWS CloudFormation and
Windows PowerShell to reach deep into your instances at provisioning time and perform the necessary
configuration steps. You will want to replace the scripts with your own.
NOTE: The scenario discussed in this guide is that of a hybrid XenDesktop deployment. The accompanying
templates, scripts, and methods discussed in this guide serve as a starting point that the reader will later
modify or extend. We do not venture in this document into discussing scripted configuration of XenDesktop
7, as there are no two XenDesktop configurations alike.
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Section 2: Reference Architecture
Reference Architecture and Scenarios
To understand how XenApp and XenDesktop associated components can be hosted on AWS and connected to
an existing on-premises deployment, let us first review the architecture and components of a typical
XenApp or XenDesktop deployment and explore the common scenarios and topologies

XenApp and XenDesktop Reference Architecture
Citrix provides considerable guidance for architecting XenApp and XenDesktop topologies for many scenarios
and scales. This section reviews the typical XenApp and XenDesktop architectures as recommended by Citrix
and identifies a couple of common deployment scenarios and associated topologies that we will map onto
AWS later in this paper.
XenApp and XenDesktop have evolved over several versions to provide a rich set of capabilities and services
for cloud-ready application and desktop service delivery from any type of private, public and hybrid cloud.
The XenApp and XenDesktop architectures as of version 7 have evolved to a single, service-based, platform
(FlexCast Management Architecture or FMA); enabling specific services or application sets to be scaled out
or in. In addition, the XenApp and XenDesktop Reference Architectures define distinct roles and delivery
groups that you can create and scale out independently. This model fits nicely within AWS’s scaleout/scale-in approach.
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The XenApp and XenDesktop Reference Architectures layers and services are illustrated in Figure 1: XenApp
and XenDesktop Layers and Services.

Figure 1: XenApp and XenDesktop Layers and Services
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Common XenApp and XenDesktop on AWS Deployment
Scenarios
XenApp and XenDesktop can support a variety of application and desktop service delivery goals. This paper
discusses two of the most common scenarios in relation to leveraging AWS: Hybrid Cloud XenApp and
XenDesktop environment and a 100% XenApp and XenDesktop Cloud based deployment.

Hybrid Cloud XenApp and XenDesktop Scenario
In this scenario, a company wants to run XenApp or XenDesktop within its enterprise to support internal
users. The company extends its on-premises deployment to the cloud to increase capacity, improve
performance, or scale the resource-intensive components in the cloud, when needed. This model also
provides higher availability for business continuity and disaster recovery provided the user data is available
during the event. Connectivity for this model relies on the NetScaler CloudBridge Connector functionality
which creates a secure and optimized for XenApp and XenDesktop deployments VPN tunnel between the onpremises deployment and the AWS availability zones. Figure 2: Hybrid Cloud XenApp and XenDesktop
Deployment illustrates this scenario.

Figure 2: Hybrid Cloud XenApp and XenDesktop Deployment
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XenApp and XenDesktop Cloud Based Scenario
In this scenario, XenApp and XenDesktop are used by a service-oriented IT organization as the basis for
desktop service delivery and cloud-ready applications as a service. All XenApp and XenDesktop
services and user data are kept completely in the AWS cloud using multiple availability zones within one
single AWS region. Corporate application data and user authentication could remain on-premises, or
moved to a cloud delivery model as well. This model also relies on the NetScaler CloudBridge Connector
functionality to create secure tunnels for corporate data with the AWS region and its availability zones.
Figure 3: XenApp and XenDesktop Cloud Based Deployment depicts this scenario.

Figure 3: XenApp and XenDesktop Cloud Based Deployment

Key elements that distinguish this scenario from the previous Hybrid scenario are:


Access and Web layer located in AWS cloud



Active Directory domain controllers resident within the AWS infrastructure (not associated with the
user environment)

Microsoft Components
Additional infrastructure components are required or recommended to support XenApp farms:


Active Directory® Domain Services (AD DS). XenApp and XenDesktop require AD DS to serve as the
authoritative identity store and authentication mechanism. AD DS (with one or more domain
controllers) must reside within the same network as the XenApp and XenDesktop deployment.
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Distributed File System (DFS)



Group Policies



SQL Server
XenApp and XenDesktop farms have a dependency on low – latency access from the Delivery
Controllers to various SQL Databases to store persistent and volatile configuration, operational and
monitoring data. This repository of stored persistent data, includes:
o

Site configuration information, such as policies, delivery groups etc.

o

Published application configuration

o

Printer configurations

o

Etc.

Note: The SQL Server and XenDesktop Delivery Controllers should be deployed within the same
network, to ensure a low-level latency. Unless a low-latency (10ms or lesser) can be
guaranteed, via a site-to-site VPN connection such as AWS Direct Connect, it is advised to
always deploy the SQL Server and Delivery Controllers in the same network. Either on-premises
or in the cloud.
For larger enterprise deployments it is advised to use the high-availability and replication features
of Microsoft SQL Server. XenApp and XenDesktop support various high-availability solutions. See
XenApp and XenDesktop and Fault Tolerance in Citrix eDocs.

Citrix Components
This section introduces the various Citrix components and their responsibilities within the reference
architecture.

NetScaler
NetScaler is an ideal choice for front-ending a XenApp and XenDesktop desktop and application
virtualization infrastructure. An advanced solution for delivering both applications and services, it
provides extensive high-availability, security and performance optimization capabilities, tightly integrated
with XenApp and XenDesktop.

Ensuring availability
High availability for dependable access If a component such as a Delivery Controller fails, core
load-balancing algorithms within NetScaler dynamically route virtual desktop traffic to available
services and servers. NetScaler configures and manages these as part of a pool of resources to
automatically address both unanticipated failures and scheduled outages. NetScaler also helps
ensure high availability of other elements in your desktop virtualization solution, including:
• Front-end components, such as StoreFront and NetScaler Gateway virtual servers
• Supporting services, such as file transfer, licensing, provisioning and management servers
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• Downstream components, such as the StoreFront and XML broker servers of Citrix XenApp and

XenDesktop, which you can use to enable application virtualization
Health monitoring for proactive failure management. In conjunction with load balancing
capabilities, NetScaler health checks proactively determine the status of key solution components
such as the StoreFront and Delivery Controllers. NetScaler monitoring includes extended content
verification checks to establish both the availability and proper operation of numerous software
routines and system-level components, including ASP.net and essential logon, XenApp and
XenDesktop Site operation, Delivery Controller and database services.
GSLB for disaster recovery. NetScaler includes a robust GSLB capability that provides
seamless disaster recovery for application and virtual desktop delivery. If an availability zone or
region site becomes unavailable for any reason, NetScaler automatically directs users to an
alternate zone or region, helping to ensure continuity of access to their desktops.

Strengthening security
Secure access from any location and device. An integral component of NetScaler, NetScaler
Gateway™ is a full-featured secure sockets layer (SSL) virtual private network (VPN). As such, it
provides your organization several security capabilities important to a virtual desktop operating
model, without the need to deploy any additional devices.
The NetScaler Gateway module accounts for remote users by providing an encrypted tunnel and
supporting multiple methods for user authentication. This protects desktop sessions traversing
public networks from eavesdropping while enabling your enterprise to leverage its existing identity
infrastructure.
With NetScaler Gateway, you can control on a granular lever which users get access to which
resources based on attributes including user role, location, and strength of authentication,
sensitivity of the resource and ownership and security posture of the client device. As well as its
intimate knowledge of virtual channels to control local printing, copy, paste, save-to-disk and other
functionality.

Streamlining the user experience
Performance optimization. XenApp and XenDesktop employ optimized display protocols to help
ensure adequate performance over wide area networks (WANs). HDX, the display protocol that
both XenDesktop and XenApp use, is unmatched in this regard.
End-to-End user experience visibility XenApp or XenDesktop deployments provided by
HDX Insight. This add-on tool for NetScaler delivers compelling user experience with powerful
business intelligence and failure analysis

Simplifying scalability
Choice of platform. Whereas the highly popular NetScaler MPX™ hardware appliances are ideally
suited for single-instance, high-capacity use cases, the recently introduced NetScaler SDX ™
platform can also support multi-tenancy requirements by running multiple, isolated NetScaler
instances on a single physical device. Either one can provide you a combination of hardware and
system-level software that has been constructed and optimized for service delivery for onpremises deployments.
In comparison, NetScaler VPX™ is a full-featured virtual appliance version of NetScaler that you
can deploy on AWS or on any hardware platform running a compatible Citrix XenServer®,
Microsoft Hyper-V, or VMware ESXi hypervisor. Because there is no physical appliance to deal
with, you can deploy NetScaler service delivery capabilities on demand, anywhere within your
enterprise or AWS.

CloudBridge Connector
Move to the cloud securely and efficiently
CloudBridge lowers the risk and reduces the effort and cost for enterprises to leverage cloud
resources for production workloads by:
citrix.com
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Encrypting the connection between the enterprise premises and the cloud provider so that
all data in transit is secure



Making the cloud provider network look like a natural extension of the enterprise
datacenter network, minimizing the need to make major network changes and reducing
application configuration drift



Empowering enterprises to interconnect datacenters over public and private networks to
cost effectively replicate critical data

Improved virtual experience for branch offices
CloudBridge with integrated HDX technologies accelerates, controls and optimizes virtual
desktops and virtual applications delivered by XenApp, Combined with NetScaler Gateway,
CloudBridge improves user experience and productivity by providing fast, secure remote access.
This enables enterprises to support up to four times more users of virtual apps and desktops by
caching, optimizing HDX and storing streamed application packages on appliances on-premises
or within AWS. Resulting in up to 25 times bandwidth saving per virtual desktop and reduction
therefore in traffic between on-premises and AWS.

XenApp and XenDesktop
XenDesktop 7 has been redesigned from the ground up to be a unified, cloud-ready solution for
delivering both applications and desktops on any type of cloud infrastructure by offering open APIs
capable of leveraging any virtual infrastructure technology, storage infrastructure and complex
network topologies to deliver a single, unified platform. XenDesktop 7 now enables enterprise IT to
build a common service delivery architecture for all Windows apps and desktops leveraging
common policies and tools that simplify deployment and management.


By delivering Windows apps and desktops as a cloud-like service, XenDesktop can
handle multiple versions and instances of both Windows Server and desktop operating
systems from a single platform. XenDesktop 7 is built to leverage any virtual infrastructure
or cloud management platform. Whether using the included XenServer, leveraging the
performance and rising popularity of Microsoft Hyper-V, or building on an existing VMware
vSphere infrastructure, XenDesktop is built to be hypervisor, storage and network
agnostic. Citrix XenDesktop 7 is the first solution to be fully integrated for cloud solutions.
Virtual apps and desktops can be deployed on popular cloud platforms including Apache
CloudStack or the CloudStack-based Citrix Cloud Platform or AWS making it easier than
ever to dynamically expand the infrastructure footprint.



Through embedded cloud integration, XenDesktop 7 simplifies the hardware and storage
sizing and planning process by allowing IT admins to deliver both applications and
desktops from a single instance to simplify smaller deployments or span deployments
across a variety of private, public, and hybrid clouds. Making it easy to expand the
infrastructure footprint and putting fewer restrictions on upfront planning and sizing. If the
environment is oversized it can be easily scaled down to reduce costs and if it’s
undersized it can quickly be expanded, making it easier for admins to always have they
infrastructure they need to deliver a high performance user experience.



A unified platform for all virtual app and desktop delivery enables IT admins to deliver a
complete range of virtual apps and desktops while consolidating management, monitoring
and maintenance tasks. By implementing XenDesktop 7 common service delivery
architecture for all Windows apps and desktops, admins can leverage centralized policies,
consolidated tools for both apps and desktops. The advanced monitoring capabilities of
EdgeSight making it easier than ever for administrators to deliver a full desktop workspace
that includes apps and data while allowing others secure mobile access to a Windows app
on their tablet or smartphone.

XenDesktop 7 is the only cloud-ready software platform to deliver mobile, secure access to a
complete collection of app and desktop virtualization solutions.
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StoreFront
Citrix StoreFront, which is the successor to Citrix Web Interface, authenticates users to XenApp and
XenDesktop sites, XenApp farms, and AppController (SaaS Apps), enumerating and aggregating
available desktops and applications into stores that users access through Citrix Receiver for Android,
iOS, Linux, Windows, Win8/RT or Receiver for Web sites. It has been built on a modern, flexible and
powerful framework that enables Storefront to provide next generation features, such as:


Unified StoreFront that delivers SaaS & Native Mobile applications (through AppController) as
well as XenApp and XenDesktop resources



Simplified Account Provisioning, which enables users to connect to assigned desktops and
applications by simply entering their email or server address, or by opening a Provisioning File in
Receiver.



Access from any Receiver with a consistent user experience, including automatic fallback to an
HTML 5 client if a native client isn’t available locally and can’t be installed



Synchronization of resource subscriptions across all platforms and devices (Follow-me Apps &
Data)

StoreFront Functionality & Architecture
The following diagram depicts a typical StoreFront infrastructure:

Figure 4: Typical StoreFront Infrastructure
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Section 3: Implementation
Implementing XenApp and XenDesktop 7 Architecture
Scenarios in AWS
This reference architecture provides a walkthrough of the sample templates and describes the AWSspecific implementation details so you can customize them and deploy a solution that best meets your
business, IT, and security requirements. This section follows the outline presented in Section
2:Reference Architecture so you can follow along as you launch the sample templates. However, you
may also find step 2 and 3 useful as a general reference for how to deploy Windows-based infrastructure
components such as Microsoft Active Directory and Microsoft SQL Server in the AWS cloud. This guide
discusses the following topics:


Step 1: Sign up for an AWS Account



Step 2: Launch the virtual Network and Active Directory infrastructure. This includes:





o

Setting up the virtual network for the multi-layered XenDesktop 7 infrastructure within
AWS, including subnets in two Availability Zones to support logical server groups for
different layers and roles within the XenDesktop reference architecture.

o

Setting up the Bridge Layer that will use a NetScaler VPX HA pair per AWS Availability
Zone with supporting CloudBridge optimization to create transparent access between
the on-premises resources and our AWS resources of our hybrid XenDesktop
infrastructure.

o

Deploying Active Directory to provide authentication and DNS services for the
XenDesktop site.

o

Configuring Windows Server instances as bastion hosts to enable secure administrative
access, and deploy NAT instances to enable secure communication (e.g., to obtain
security and general updates from Windows Update).

o

Security. This section covers implementing security mechanisms in AWS, including how
to configure instance and network security to enable authorized access to the overall
XenDesktop site as well as access between layers and instances within the site.

Step 3: Launch the Database layer. This includes:
o

Launch and Configure the Server Infrastructure

o

Launch & Configure WSFC Cluster Nodes

o

Create and configure Amazon EC2 Security Groups to control network traffic between
WSFC Cluster nodes

o

Set up SQL Server 2012 or 2014 Enterprise Edition

o

Create the WSFC Cluster

o

Enable AlwaysOn High Availability

o

Configure a SQL Server 2012 or 2014 AlwaysOn Availability Group

o

Create the XenDesktop Site Database

o

Create an AlwaysOn Availability Group

Step 4: Launch the Control layer. This includes:
o



Create the XenDesktop site infrastructure installing the XenDesktop Delivery Controllers.

Step 5: Launch the Web and Access layer. This includes:
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o

Installing StoreFront servers (one per Availability Zone) to enable load-balanced ondemand self-service to enterprise applications delivered via XenDesktop.

o

Deploying NetScaler Gateway in front of the StoreFront servers.

o

Configuring StoreFront server instances using the StoreFront configuration Wizard.

o

Configuring external access using the NetScaler Gateway Wizard

Step 6: Launch and Configure the Desktop Layer. This includes:
o

Creating XenDesktop golden images

o

Creating XenApp worker servers based on those golden images using one of two
methods:


Using the Cloud Provider Pack Cloud Provider Pack Windows PowerShell
modules to reduce deployment time



Using AWS Cloud Formation scripts

o

Configuring workloads provided by our worker servers using the Citrix Studio.

o

Testing your XenApp 7 deployment and demonstrating the facilities of the virtual
desktops and apps.

When complete, your XenApp or XenDesktop deployment implements the following scenario:

Figure 5: XenApp and XenDesktop 7 reference architecture for the Cloud Based scenario
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Step 1: Sign up for an AWS Account
If you already have an AWS account, skip to the next step. If you do not already have an AWS account,
use the following procedure to create one.
To create an AWS account, go to http://aws.amazon.com, and click Sign Up Now. Follow the onscreen instructions. Part of the sign-up process involves receiving a phone call and entering a PIN using
the phone keypad.
When you create an AWS account, AWS automatically signs up the account for all AWS services,
including Amazon EC2. You will be charged only for the services that you use.
As a first step create in the region(s) where you want to deploy your XenApp or XenDesktop
Infrastructure, a Key Pair, which will allow you afterwards to connect securely to your launched instances
as part of this deployment.

Step 2: Launch the VPC and Active Directory
infrastructure
Let’s start with the necessary infrastructure and virtual network setup to provide the environment in
which you instantiate and configure your servers and database.

Architectural considerations
This Citrix XenDesktop on AWS Reference Architecture white paper is organized around a multi-layered
(Access, Bridge, Web, Control, Active Directory, Database and Desktop) approach, allowing you to
independently scale and configure each layer. Your first task is to define a virtual network environment
that supports this type of layered structure and enables you to deploy the various server roles in each
layer with suitable security configuration.
Note: The outlined models of the Citrix XenDesktop 7 on AWS Reference Architecture are deployed into
an Amazon Virtual Private Cloud (Amazon VPC). Amazon VPC lets you provision a private, isolated
section of the AWS cloud where you can launch AWS resources in a virtual network that you define.
With Amazon VPC, you can define a virtual network topology closely resembling a traditional network
that you might operate in your own datacenter. You have complete control over your virtual networking
environment, including selection of your own IP address range, creation of subnets, and configuration of
route tables and network gateways.
An Amazon VPC can span multiple Availability Zones (AZs), allowing you to place independent
infrastructure in physically separate locations. A multi-AZ deployment provides high availability and fault
tolerance. In the scenarios in this guide, we will place the Domain Controllers in two Availability Zones,
which will provide high available, low latency access to AD DS Services in the AWS Cloud.
Deploying a functional AD DS deployment in the AWS cloud requires a good understanding of specific
AWS services. In this section, we discuss how to use Amazon VPC to define your networks in the cloud.
Additionally, we will cover considerations for Domain Controller placement, AD DS Sites and Services
configuration, and how DNS and DHCP work in an Amazon VPC.

Amazon VPC Requirements for running Highly Available Active Directory Domain
Services
In order to accommodate highly available AD DS in the AWS cloud and adhere to AWS best
practices, we will need a base Amazon VPC configuration that supports the following
requirements:

citrix.com



Domain Controllers should be placed in a minimum of two Availability Zones to provide
high availability



Domain Controllers and other non-internet facing servers should be placed in private
subnets.
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Instances launched by the deployment templates in this guide will require internet access to
connect to the AWS CloudFormation endpoint during the bootstrapping process. To support this
configuration, public subnets are used to host NAT instances for outbound internet access.
Bastion hosts, with the Remote Desktop Gateway functionality enabled, are also deployed into the
public subnets for remote administration.
We want to launch the Web, Control, Active Directory, Database and Desktop layers into private
subnets; users only need to get to the NetScaler Gateways (which are configured in Section 6
after the StoreFront instances are created).
It is advisable to enable the essential datacenter security capabilities of the NetScaler Gateway for
firewall and threat management. It is out of scope for this document and the accompanying
artefacts. However, you might want to consider implementing these features after all the scripts
have been run.

Active Directory Design - Site Topology
Active Directory site topology allows you to logically define your physical and virtual networks.
Active Directory replication sends directory changes from one Domain Controller to another, until
all Domain Controllers have been updated. Site topology controls Active Directory replication
between Domain Controllers in the same site and across site boundaries. Replication traffic
between sites is compressed and replication is performed on a schedule based on a site link.
Additionally, Domain Controllers use the site topology to provide client affinity, meaning that
clients, such as file servers or XenDesktop VDAs, located in within a specific site will prefer
Domain Controllers in the same site.
Site topology is a crucial design consideration when running AD DS in the AWS cloud. A well
designed site topology allows us to define subnets that can be associated with the Availability
Zones within our Amazon VPC. These associations help ensure that traffic – such as directory
services queries, AD DS replication, XenDesktop Delivery Controller authentication – uses the
most efficient path to a Domain Controller. They also provide us with granular control over
replication traffic.

Figure 6: Active Directory Sites and Services Configuration

Figure 6 shows an example of site and subnet definitions for a typical AD DS architecture for a
XenApp or XenDesktop deployment within an Amazon VPC. Active Directory sites (AZ1 and AZ2)
have been created in AD Sites and Services. Subnets have been defined and associated with
their respective site objects.
By creating Active Directory sites that represent each Availability Zone in the Amazon VPC,
subnets associated with those sites can help ensure that domain joined instances will primarily
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use a Domain Controller closest to them. This is also a key design configuration for maintaining a
highly available AD DS deployment.

Highly Available Directory Domain Services
Even in the smallest AD DS deployments, it is recommended to implement at least two Domain
Controllers in an AWS cloud environment. This design provides fault tolerance and prevents a
single Domain Controller failure from impacting the availability of the AD DS. In order to provide
higher availability, it is recommended that those Domain Controllers are implemented in at least
two Availability Zones.
To further support the high availability of the architecture and mitigate the impact of a possible
disaster, it is recommended to place Global Catalog (GC) and Active Directory DNS servers in
each Availability Zone. GCs provide a mechanism for forest-wide searches and are required for
logon authentication in forests with multiple domains. Without a GC and DNS in each Availability
Zone, AD DS queries and XenApp or XenDesktop related authentication traffic could cross
availability zones. While this is not technically an issue during normal operations, full AD DS
service availability could be impacted by a single Availability Zone failure.
To implement these recommendations, it is suggested to make each Domain Controller a Global
Catalog and DNS server. This configuration allows AD DS in each Availability Zone to operate
independently and helps ensure that AD DS availability is not impacted in the unlikely event of a
disaster. If an Availability Zone in this architecture becomes isolated, cut off from other resources
in the region, instances within the Availability Zone still have a local DC that can authenticate
users, service directory lookups, and resolve DNS queries. All key functions need for a functioning
XenDesktop deployment.
The AWS CloudFormation template provided in Sample Deployment Scenario #1:
Deploy Active Directory Domain Services on the AWS Cloud later in this guide will build out an AD
DS Sites and Services configuration automatically that will support a highly available AD DS
architecture. If it is needed to deploy AD DS manually, ensure that subnets are properly mapped
to the correct site to help ensure AD DS traffic uses the best possible path.
For detailed guidance on creating AD sites, and Global Catalog servers, and creating and
managing AD site links, see the Microsoft Active Directory Sites and Services documentation.

Read-Only and Writable Domain Controllers
Read-Only Domain Controllers (RODCs) hold a copy of the AD DS database and respond to
authentication requests, but they cannot be written to by applications or other servers. RODCs are
typically deployed in locations where physical security cannot be guaranteed. For example, in an
on-premises scenario, a RODC might be deployed in a remote branch office where the physical
server cannot be protected by a secure, locked closet or server room.
Writable Domain Controllers operate in a multi-master model; changes can be made on any
writable server in the forest, and those changes are replicated to servers throughout the entire
forest. Several key functions, Microsoft enterprise applications as well as XenApp and
XenDesktop require connectivity to a writable Domain Controller.
If you are planning to allow end users to change their password on the NetScaler/StoreFront frontend servers, an RODC may not be a viable option. An RODC cannot process a password reset for
an end user.

Instance Configuration
Active Directory DNS and DHCP inside the Amazon VPC
With an Amazon VPC, Dynamic Host Configuration Protocol (DHCP) services are provided by
default for our instances. DHCP scopes do not need to be managed; they are created for the
Amazon VPC subnets we define while deploying our XenApp or XenDesktop deployment. These
DHCP services cannot be disabled, so we’ll need to use them rather then deploying our own
DHCP server.
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The Amazon VPC also provides an internal DNS server. This DNS provides instances with basic
name resolution services for internet access and is crucial for access to AWS service endpoints
such as AWS CloudFormation and Amazon Simple Storage Service (Amazon S3) during the
bootstrapping process when launched via AWS CloudFormation.
Amazon provided DNS server settings will be assigned to instances launched into the VPC based
on a DHCP Option Set. DHCP Option Sets are used within an Amazon VPC to define scope
options, such as the domain name, or the name servers that should be handed to our instances
via DHCP. Amazon-provided DNS is used only for public DNS resolution.
Since Amazon-provided DNS cannot be used to provide name resolution services for Active
Directory, we need to ensure that domain joined Windows instances have been configured to use
Active Directory DNS. The CloudFormation templates provided by this guide ensure that this is the
case for the instances that are deployed.
As an alternative to statically assigning Active Directory DNS server settings on Windows
instances, the option exists to specify them using a custom DHCP Option Set. This will allow us to
assign the Active Directory DNS suffix and DNS server IP addresses as the name servers within
the Amazon VPC via DHCP.
Note: The IP addresses in the domain-name-servers field are always returned in the same order,
independently of the subnet where the instance is located. If the first DNS server in the list fails,
instances should fall back to the second IP and continue to resolve host names successfully.
However, during normal operations, the first DNS server listed will always handle all DNS
requests. To ensure that the distribution or separation of these DNS queries is done evenly across
multiple or specific servers, we need to statically configure DNS server settings on the Master
Images for the XenDesktop VDAs.
For details on creating a custom DHCP Option Set and associating it with your Amazon VPC, see
Working with DHCP Options Sets in the Amazon VPC User Guide.

DNS Settings on Windows Server Instances
To make sure that domain joined Windows instances will automatically register Host (A) and
Reverse Lookup (PTR) records with Active Directory integrated DNS, set the properties of the
network connection as shown in Figure 7 below.

citrix.com

20

Figure 7: Network Connection DNS properties

The default configuration for a network connection is set to automatically register the connection
address in DNS. In other words, as shown in Figure 7, the “Register this connection’s address in
DNS” option is selected for you automatically. This takes care of Host (A) record dynamic
registration. However, if you do not also select the second option, “Use this connection’s DNS
suffix in DNS registration”; dynamic registration of PTR records will not take place.
If you have a small number of instances in the Amazon VPC, you may choose to configure the
network connection manually. For larger fleets, you can push this setting out to all of your
Windows instances using Active Directory Group Policy. Step-by-step instructions are available in
the Microsoft Technet article IPv4 and IPv6 Advanced DNS Tab.

Security Group Ingress Traffic
When launched, Amazon EC2 instances must be associated with a Security Group, which acts as
a stateful firewall. This provides complete control over the network traffic entering or leaving the
Security Group, with granular rules that are scoped by protocol, port number, and
source/destination IP address or subnet. By default, all traffic egressing a Security Group is
permitted. Ingress traffic, on the other hand, needs to be configured to allow the appropriate traffic
to reach your instances.
In the Securing the Microsoft Platform on Amazon Web Services whitepaper, Amazon discusses
in detail the different methods for securing your AWS infrastructure. Recommendations include
providing isolation between application tiers using Security Groups. It is recommended to control
tightly ingress traffic in order to reduce the attack surface of the Amazon EC2 instances part of our
XenApp or XenDesktop implementation on AWS.
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Domain Controllers and member servers will require several Security Group rules to allow traffic
for services such as AD DS replication, user authentication, Windows Time services, and
Distributed File System (DFS), among others.
We provide an example of how to implement these rules for each of the layers of a XenApp or
XenDesktop deployment later in this guide as part of automated AWS CloudFormation templates.
For a detailed list of port mappings used by the AWS CloudFormation templates for XenApp and
XenDesktop on AWS templates, see the Appendix of this guide.
Also, see Microsoft’s documentation for a complete list of ports in the article titled Active Directory
and Active Directory Domain Services Port Requirements. In addition, see the Citrix
documentation for a complete list of ports for all the components of a XenDesktop deployment in
the article titled Communication Ports used by Citrix Technologies. Finally, for step-by-step
guidance for implementing rules, see Adding Rules to a Security Group in the Elastic Compute
Cloud documentation.

Setting up Secure Administrative Access using Remote Desktop Gateway
As we design our architecture for highly available AD DS, we should also design for highly
available and secure remote administrator access. We can do this by deploying a Remote
Desktop (RD) Gateway in each Availability Zone. In case of an Availability Zone outage, this
architecture allows access to the resources that may have failed over to the other Availability
Zone.
Note: These instances are only needed in case of an emergency, and are normally shut down,
once the XenApp or XenDesktop infrastructure has been successfully deployed.
The RD Gateway uses the Remote Desktop Protocol (RDP) over HTTPS to establish a secure,
encrypted connection between remote administrators on the Internet and Windows-based Amazon
EC2 instances. Without the need for a virtual private network (VPN) connection. This configuration
allows you to reduce the attack surface on your Windows-based Amazon EC2 instances while
providing a remote administration solution for administrators.
The architecture and configuration steps, outlined in the Quick Start Reference Deployment for
Microsoft Remote Desktop Gateway on AWS, are automatically deployed by the AWS
CloudFormation templates provided in this guide.
After you have launched the AD infrastructure using the deployment scenario in this guide, you will
initially connect to your instances using a standard RDP TCP 3389 connection. You can then
follow the steps in the Microsoft Remote Desktop Gateway Quick Start Reference Deployment to
secure future connections via HTTPS.

Sample Deployment Scenario #1:
Deploy Active Directory Domain Services on the AWS Cloud
Now that we’ve covered the key considerations for running AD DS in the AWS cloud, let’s revisit he
architecture introduced at the beginning of this guide:


Domain Controllers are deployed into two private Amazon VPC subnets in separate Availability
Zones, making AD DS highly available.



NAT instances are deployed to public subnets providing outbound internet access for instances
in the private subnets.



Remote Desktop Gateways (bastion hosts) are deployed to each public subnet for secure
remote access to instances in private subnets.

Automated Deployment
Our first deployment scenario is based on a new installation of AD DS in the AWS cloud. We
provide an AWS CloudFormation template that you can use to deploy this solution, which
performs the following tasks:
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Set up the Amazon VPC, including subnets in two Availability Zones.



Configure private and public routes.



Launch Windows Server 2012 R2 Amazon Machine Images (AMIs) and setup and
configure AD DS and AD integrated DNS.



Configure security groups and rules for traffic between instances.



Setup and configure AD Sites and Subnets.



Enable ingress traffic into the Amazon VPC for administrative access to Remote Desktop
Gateway and NAT instances.

The template is configured with several parameters, which allow you to customize the CIDR
blocks used for the Amazon VPC and associated subnets, the desired key pair to use for our
instance, and many other settings. The AWS CloudFormation template bootstraps each instance,
deploying the required components, finalizing the configuration to create a new AD forest, and
promoting instances in two Availability Zones to Active Directory Domain Controllers.

Using the XenApp and XenDesktop 7 VPC AD Template
You might want to open up the sample XenDesktop 7 AD AWS CloudFormation template file and
follow along.

Template Customization
The sample XenDesktop 7 AD AWS CloudFomation (XD76_VPC_AD_2012) Template allows
for rich customization of defined parameters at template launch. You can modify those
parameters, change the default values, or create an entirely new set of parameters based on
your specific deployment scenario. The XD76_VPC_AD_2012 Template parameters include
the following default values.
Table 1: VPC AD Design Parameters
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Default

Description

KeyPairName

<User Provides>

Public/private key pairs allow you to connect securely to your instance after it
launches.

AD1InstanceType

t2.medium

Amazon EC2 instance type for the 1st Active Directory Instance

AD2InstanceType

t2.medium

Amazon EC2 instance type for the 2nd Active Directory Instance

NATInstanceType

t2.micro

Amazon EC2 instance type for the NAT instance.

BastionInstanceType

t2.small

Amazon EC2 instance type for the Bastion Host.

DomainDNSName

xencloud.net

Fully qualified domain name (FQDN) of the forest root domain; e.g.,
xencloud.net.

DomainNetBIOSName

XENCLOUD

NetBIOS name for the domain (XENCLOUD)

DomainAdminUser

XenAdmin

User name for the account that will be added as Domain Administrator. This is
separate from the default "Administrator" account

DomainAdminPassword

<User Provides>

Password for the domain admin user. Must be at least 8 characters containing
letters, numbers and symbols

AZ1

us-east-1a

Name of Availability Zone that will contain public and private subnets; select a
valid zone for your region.

AZ2

us-east-1b

Name of Availability Zone that will contain public and private subnets; select a
valid zone for your region.

DMZ1CIDR

10.16.1.0/24

CIDR Block for the Public DMZ subnet 1 located in AZ1

DMZ2CIDR

10.16.2.0/24

CIDR Block for the Public DMZ subnet 2 located in AZ2

NS1CIDR

10.16.9.0/24

CIDR Block for the Public NetScaler subnet 1 located in AZ1
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NS2CIDR

10.16.10.0/24

CIDR Block for the Public NetScaler subnet 2 located in AZ2

Web1CIDR

10.16.7.0/24

CIDR Block for Web/StoreFront Subnet 1 located in AZ1

Web2CIDR

10.16.8.0/24

CIDR Block for Web/StoreFront Subnet 2 located in AZ2

Infra1CIDR

10.16.3.0/24

CIDR Block for Infrastructure Subnet 1 located in AZ1

Infra2CIDR

10.16.4.0/24

CIDR Block for Infrastructure Subnet 2 located in AZ2

Worker1CIDR

10.16.5.0/24

CIDR Block for Desktop Worker Subnet 1 located in AZ1

Worker2CIDR

10.16.6.0/24

CIDR Block for Desktop Worker Subnet 2 located in AZ2

VPCCIDR

10.16.0.0/16

CIDR Block for the VPC

VPCName

XenApp XenDesktop 7.x
VPC

The name of the Virtual Private Cloud

AD1PrivateIp

10.16.2.10

Fixed private IP for the first Active Directory server located in AZ1

AD2PrivateIp

10.16.3.10

Fixed private IP for the second Active Directory server located in AZ2

ADServerNetBIOSName1

DC1

NetBIOS name of the 1st AD Server (upto 15 characters)

ADServerNetBIOSName2

DC2

NetBIOS name of the 2nd AD Server (upto 15 characters)

RestoreModePassword

<User Provides>

Password for a separate Administrator account when the domain controller is in
Restore Mode. Must be at least 8 characters containing letters, numbers and
symbols

VPC and Subnet Setup
Creating a VPC using AWS CloudFormation requires only a few lines of code in the Resources
section of your template. This launches a resource of the type AWS::EC2::VPC.
"VPC" : {
"Type" : "AWS::EC2::VPC",
"Properties" : {
"CidrBlock" : { "Ref" : "VPCCIDR" },
"Tags" : [
{"Key" : "Application", "Value" : { "Ref" : "AWS::StackName"} },
{"Key" : "Network", "Value" : "Public" },
{"Key" : "Name", "Value" : { "Ref" : "VPCName"} }
]
}
},

As we want to give the users of our templates control over the definition of the CIDR block for the
VPC. To do so, we need to declare a parameter in the Parameters section of our template that we
can then reference { "Ref" : "VPCCIDR" } when creating the VPC resource itself or resources
associated with this VPC. This parameter definition is as follows:
"VPCCIDR" : {
"Description" : "CIDR Block for the VPC",
"Type" : "String",
"Default" : "10.16.0.0/16",
"AllowedPattern" : "[a-zA-Z0-9]+\\..+"
},
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Next, we create the private subnets and we do this by following a similar pattern as we used for
creating the VPC. First, we declare a resource of the type AWS::EC2::Subnet:
"Infra1Subnet" : {
"Type" : "AWS::EC2::Subnet",
"Properties" : {
"VpcId" : { "Ref" : "VPC" },
"CidrBlock" : { "Ref" : "Infra1CIDR" },
"AvailabilityZone" : { "Ref" : "AZ1" },
"Tags" : [
{"Key" : "Application", "Value" : { "Ref" : "AWS::StackName"} },
{"Key" : "Network", "Value" : "Private" },
{"Key" : "Role", "Value" : "XA/XD InfraStructure1 Subnet" }
]
}
},

We are using references to four different types of resources.
{ "Ref" : "VPC" } is a reference to the VPC created in the previous step. Launch all subnets into
this VPC.
{ "Ref" : "Infra1CIDR" } is a reference to the CIDR block for this private subnet as we want to
give users of the template the ability to define the IP ranges for each subnet to best match what
they are used to from their on-premise deployment. This parameter definition is as follows:

"Infra1CIDR" : {
"Description" : "CIDR Block for Infrastructure Subnet 1 located in AZ1",
"Type" : "String",
"Default" : "10.16.3.0/24",
"AllowedPattern" : "[a-zA-Z0-9]+\\..+"
},

{ "Ref" : "AZ1" } is a reference to the Availability Zone in which you want to create the subnet. As
we outlined earlier, we want to set up a mirror in two Availability Zones to provide redundancy and
failover. This parameter definition for AZ1 is as follows (the definition is similar for AZ2):
"AZ1" : {
"Description" : "Name of Availability Zone that will contain public & private subnets - Select a valid zone for
your region",
"Type" : "String",
"Default" : "us-east-1a",
"AllowedValues" : ["eu-west-1a","eu-west-1b","eu-west-1c","us-east-1a",
"us-east-1b","us-east-1c","us-east-1d",”us-east-1e”,"us-west-1a","us-west-1b","us-west-1c","us-west2a","us-west-2b","us-west-2c","sa-east-1a","sa-east-1b","ap-northeast-1a","ap-northeast-1b","apnortheast-1c","ap-southeast-1a","ap-southeast-1b","ap-southeast-2a","ap-northeast-2b"],
"ConstraintDescription" : "must be a valid EC2 Availability Zone for region being
deployed to. Only supports eu-west-1,us-east-1, us-west-1, sa-east-1, ap-northeast-1, ap-southeast-1 &
ap-southeast-2 <- You can expand"
},

We are using a reference to the StackName property { "Ref" : "AWS::StackName"} to tag our
subnet.
Besides the private subnets, we also want to deploy two public subnets, one in each Availability
Zone. Deploying public subnets follows the same pattern as described earlier with the private
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subnets. The only two things that distinguish public subnets from private are: the route (e.g., the
public route channels Internet traffic directly to the Internet gateway while the private route
channels Internet traffic to the NAT instance); and that instances in the public subnet actually have
an Internet-routable IP address. We discuss how to define and encode public and private routes in
the next section.

Private and Public Routes
After we will create the VPC and the subnets inside the VPC, we need to define how traffic will
flow inside the VPC and out of the VPC. We define the routes: one route for defining the traffic
flow for all the private subnets, and one route for the two public subnets.
Before we can create those routes, however, we need to define the means by which the VPC
communicates with the Internet. We create an Internet gateway resource of the type
AWS::EC2::InternetGateway and by launching a NAT instance, with few lines of script. This
script is as follows:
"InternetGateway" : {
"Type" : "AWS::EC2::InternetGateway",
"Properties" : {
"Tags" : [
{"Key" : "Application", "Value" : { "Ref" : "AWS::StackName"} },
{"Key" : "Network", "Value" : "Public" }
]
}
},

After we create the Internet gateway, we only have to attach the gateway to the VPC. The code for
doing this is as follows:
"AttachGateway" : {
"Type" : "AWS::EC2::VPCGatewayAttachment",
"Properties" : {
"VpcId" : { "Ref" : "VPC" },
"InternetGatewayId" : { "Ref" : "InternetGateway" }
}
},

Next, we create the NAT instance in each Availability Zone to facilitate servers in private subnets
communicating out to the Internet (to get operating system software updates, for example). The
code for doing this is as follows:
"NAT1" : {
"Type" : "AWS::EC2::Instance",
"Properties" : {
"ImageId" : { "Fn::FindInMap" : [ "AWSRegionArchNatAMI", { "Ref" :
"AWS::Region" }, { "Fn::FindInMap" : [ "AWSInstanceType2Arch", { "Ref"
: "NATInstanceType" }, "Arch" ] } ] },
"InstanceType" : { "Ref" : "NATInstanceType" },
"SubnetId" : { "Ref" : "DMZ1Subnet" },
"Tags" : [ {
"Key" : "Name",
"Value" : "NAT1"
} ],
"SecurityGroupIds" : [ { "Ref" : "NATSecurityGroup" } ],
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"KeyName" : { "Ref" : "KeyPairName" },
"SourceDestCheck" : "false"
}
},

Similar to other VPC and subnet resources, we are extensively using references either to
previously-created resources like the DMZ Subnet { "Ref" : "DMZ1Subnet" } that we want to
launch this instance into, or to a security group that governs the type of traffic we allow to flow in
or out of this instance. (We discuss security group setup in detail later in this document.)
As the NAT instance resides in a public subnet, it also needs a publicly routable IP address. We
achieve this by associating a public IP Address with the instance. The code for doing this is as
follows in AWS CloudFormation:
"NetworkInterfaces" : [
{
"GroupSet" : [
{
"Ref" : "NATSG"
}
],
"AssociatePublicIpAddress" : "true",
"DeviceIndex"
: "0",
"DeleteOnTermination"
: "true",
"SubnetId"
:{
"Ref" : "DMZ1Subnet"
}
}
],

Now that we have both our Internet gateway and NAT instance deployed, we can construct our
routes and associate the routes with the proper subnet.
First, we create the private route table. This looks as follows:
"Private1RouteTable" : {
"Type" : "AWS::EC2::RouteTable",
"Properties" : {
"VpcId" : {"Ref" : "VPC"},
"Tags" : [
{"Key" : "Application", "Value" : { "Ref" : "AWS::StackName"} },
{"Key" : "Network", "Value" : "AZ1 Private" }
]
}
},

Then we construct the private route that is associated to the route table.
"Private1Route" : {
"Type" : "AWS::EC2::Route",
"Properties" : {
"RouteTableId" : { "Ref" : "Private1RouteTable" },
"DestinationCidrBlock" : "0.0.0.0/0",
"InstanceId" : { "Ref" : "NAT1" }
}
},
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What this route defines is that all traffic destined for the Internet ( "DestinationCidrBlock" :
"0.0.0.0/0" ) has to go through the NAT instance we created earlier. Now we need to associate all
six of our private subnets with this route, and the code for doing this is as follows:
"Infra1SubnetRouteTableAssociation1" : {
"Type" : "AWS::EC2::SubnetRouteTableAssociation",
"Properties" : {
"SubnetId" : { "Ref" : "InfraSubnet" },
"RouteTableId" : { "Ref" : "Private1RouteTable" }
}
},

This takes care of all outbound traffic from our private subnets to the Internet. What about traffic
from the Internet to other types of instances we will deploy at a later stage into the DMZ, like a
Bastion Host for securely logging into your instances? This traffic is routed via our public route and
it follows the same pattern as established with the private route. First, we create the DMZ (public)
route table as follows:
"DMZRouteTable" : {
"Type" : "AWS::EC2::RouteTable",
"Properties" : {
"VpcId" : {"Ref" : "VPC"},
"Tags" : [
{"Key" : "Application", "Value" : { "Ref" : "AWS::StackName"} },
{"Key" : "Network", "Value" : "DMZ" }
]
}
},

Then we construct the DMZ (public) route and associate it with the DMZ route table. This is why
we first had to create the Internet gateway resource (and the NAT instance earlier).
"DMZRoute" : {
"Type" : "AWS::EC2::Route",
"Properties" : {
"RouteTableId" : { "Ref" : "DMZRouteTable" },
"DestinationCidrBlock" : "0.0.0.0/0",
"GatewayId" : { "Ref" : "InternetGateway" }
}
},

This route defines that all traffic destined for the Internet ("DestinationCidrBlock" : "0.0.0.0/0") has
to go through the Internet gateway we created earlier. Now we need to associate the two public
(DMZ) subnets with this route and the code for doing this is as follows:
"DMZ1SubnetRouteTableAssociation" : {
"Type" : "AWS::EC2::SubnetRouteTableAssociation",
"Properties" : {
"SubnetId" : { "Ref" : "DMZSubnet" },
"RouteTableId" : { "Ref" : "DMZRouteTable" }
}
},
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Setting up and configuring Windows Server for AD DS
First, let’s take a closer look at how we configure and provision our Windows Server instance with
the AD DS and DNS server role.
In the previous section, we got introduced to one of the AWS CloudFormation helper scripts: cfnsignal.exe. The real workhorse of the AWS CloudFormation helper scripts—cfn-init—provides us
with the ability to execute a number of detailed configuration tasks on our Windows-based
instances. The cfn-init helper script reads template metadata from the AWS::CloudFormation::Init
key and acts accordingly to perform the following tasks:


Fetch and parse metadata from AWS CloudFormation



Install packages



Write files to disk



Enable/disable and start/stop services

For more information about the template metadata that cfn-init uses, see
AWS::CloudFormation::Init.
So let’s understand how to accomplish this in our code.

We invoke the cfn-init helper script in the user data section of the properties of your instance; this
code is as follows:
"UserData" : { "Fn::Base64" : { "Fn::Join" : ["", [
"<script>\n",
"cfn-init.exe -v -c config -s ", { "Ref" : "AWS::StackId" },
" -r DomainController1 ",
" --region ", { "Ref" : "AWS::Region" },
"\n","</script>\n "

Let’s look at what is going on here so we understand what the cfn-init requires, as that determines
our next steps. The cfn-init script looks for a configsets option (-c) with the name config and the
logical resource ID of our domain controller. At this point, you might recall the earlier discussion
about why we need to deploy the NAT instances first and have the public and private routes set up
to successfully launch an instance that uses AWS CloudFormation and the CloudFormation helper
scripts to configure the instance. The cfn-init helper script needs access to the Internet and the
Amazon Simple Storage Service (S3) to derive, amongst other things, the AWS CloudFormation
URL.
As we just defined, all the action really happens in the configset called “config” which lives in the
metadata section on the instance under the AWS::CloudFormation::Init key. Let’s move on and
create building blocks.
"DomainController1": {
"Type" : "AWS::EC2::Instance",
"Metadata" : {
"AWS::CloudFormation::Init" : {
"configSets" : {
"config" : ["setup", "rename", "installADDS", "configuresites", "finalize"]
},

Our configset contains several building blocks that we named setup, rename, installADDS,
configuresites, and finalize.
"DomainController1": {
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"Type" : "AWS::EC2::Instance",
"Metadata" : {
"AWS::CloudFormation::Init" : {
"configSets" : {
"config" : ["setup", "rename", "installADDS", "configureSites", "finalize"]
},

You will find these blocks either partially or completely reused in many of the subsequently
discussed scripts.
We are using the “Setup” section to assemble any Windows PowerShell and other file types where
we want to use parameters provided from the AWS CloudFormation template in our Windows
PowerShell script or other small scripts.
In subsequent sections, such as the rename section, we run commands that either execute the
Windows PowerShell script blocks created in the setup section or execute a single command, as
in the reboot command. Executing a Windows PowerShell script is as follows:
"rename" : {
"commands" : {
"a-set-static-ip" : {
"command" : {
"Fn::Join" : [
"",
[
"powershell.exe -ExecutionPolicy RemoteSigned -Command c:\\cfn\\scripts\\Set-StaticIP.ps1"
]
]
},
"waitAfterCompletion" : "45"
},
"b-execute-powershell-script-RenameComputer" : {
"command" : {
"Fn::Join" : [
"",
[
"powershell.exe Rename-Computer -NewName ",
{
"Ref" : "ADServerNetBIOSName1"
},
" -Restart"
]
]
},
"waitAfterCompletion" : "forever"
}
}
},

Now that we understand how to create files and execute commands on our Windows-based
instance, it becomes fairly straightforward to understand how the next configuration steps are
encoded and executed.
In the installADDS block of our configset, we will promote the Windows Server instance to be a
domain controller for a new forest and it also serves as a DNS server that holds the global catalog.
Through the AWS CloudFormation template, the user can choose the domain DNS name (FQDN),
the domain NetBIOS name, and the safe mode admin password in both scenarios.
After that, we create our domain admin administrator account.
You will find at the end of each command in our script a line that either says
"waitAfterCompletion" : "forever" or "waitAfterCompletion" : "0". Why do we add these
commands? AWS CloudFormation, by design, pauses for 60 seconds after execution of a
command. This allows any reboots to happen before continuing, among other reasons. So, this
should take care of the scenario where we force a reboot after the installADDS block. However,
sometimes Windows takes longer to actually perform the reboot. For this scenario, when we know
a reboot has to happen, we insert "waitAfterCompletion" : "forever". For all other cases, we
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can speed up the execution of each command by telling AWS CloudFormation to move right on to
the next step. We do this by inserting "waitAfterCompletion" : "0".
To highlight further the fine control an administrator or DevOps person has in fully configuring an
Active Directory environment, we can even execute a longer and more complex Windows
PowerShell script that would create the physical layout of our Active Directory infrastructure as
deployed in the AWS VPC by creating AD sites, subnets, and proper site links. This approach is
applied is in our scenario, and can be customized to ones needs.
Note: This script, like all the other scripts provided, is not meant to be the ultimate solution but
instead is meant to provide an example for what you can do and how far you can take this when
you code your scripts for your deployment. Before rolling this out into a production environment,
you might want to consider, for example, providing scripts that configure group policies
appropriate for your organization.
Installing and configuring the second domain controller, which we deploy into a different
Availability Zone, follows much the same blueprint as we established with the first domain
controller. The only difference is that, for the first time, we need to provide a script to join the
server to the domain first before promoting it to a replica domain controller. Joining a domain is
done as follows (this little building block is used repeatedly in the other scripts):
1. We have to configure the network interface (NIC) on the newly launched server to point
the first domain controller (DC1) static IP address as the DNS server. Windows provides
several ways of achieving this in a scripted manner. We choose to use the PowerShell
Set_DnsClientServerAddress cmdlet. Our Windows PowerShell script is as follows:
"a-update-dns-servers-dc2" : {
"command" : {
"Fn::Join" : [
"",
[
"powershell.exe -Command \"",
"Get-NetAdapter | Set-DnsClientServerAddress -ServerAddresses ",
{
"Ref" : "AD1PrivateIp"
},
",",
{
"Ref" : "AD2PrivateIp"
},
"\""
]
]
},
"waitAfterCompletion" : "0"
},

2. After this is set, we can join the domain.
"a-join-domain" : {
"command" : {
"Fn::Join" : [
"",
[
"powershell.exe -Command \"",
"Add-Computer -DomainName ",
{
"Ref" : "DomainDNSName"
},
" -Credential ",
"(New-Object System.Management.Automation.PSCredential('",
{
"Ref" : "DomainNetBIOSName"
},
"\\",
{
"Ref" : "DomainAdminUser"
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},
"',",
"(ConvertTo-SecureString ",
{
"Ref" : "DomainAdminPassword"
},
" -AsPlainText -Force))) ",
"-Restart\""
]
]
},
"waitAfterCompletion" : "forever"
}
}
},

3. Now we can move on to promote the server to domain controller.
"2-add-dc" : {
"command" : {
"Fn::Join" : [
"",
[
"powershell.exe -Command \"",
"Install-ADDSDomainController -InstallDns -DomainName ",
{
"Ref" : "DomainDNSName"
},
" -Credential ",
"(New-Object System.Management.Automation.PSCredential('",
{
"Ref" : "DomainNetBIOSName"
},
"\\",
{
"Ref" : "DomainAdminUser"
},
"',",
"(ConvertTo-SecureString ",
{
"Ref" : "DomainAdminPassword"
},
" -AsPlainText -Force))) ",
"-SafeModeAdministratorPassword ",
"(ConvertTo-SecureString ",
{
"Ref" : "DomainAdminPassword"
},
" -AsPlainText -Force) ",
"-Confirm:$false -Force\""
]
]
},
"waitAfterCompletion" : "forever"

4. Once the additional domain controller has been added to the domain, we can know
proceed to configure both domain controllers (DC1 and DC2) to point to the local DNS
instance, allowing an Availability Zone to remain operative in case of isolation due to
network connectivity failures.

DNS and DHCP Setup
Before we finalize our setup, we want to spend a little time looking at the options we have
available to provide DNS and DHCP services within a VPC.
For domain name services (DNS), we already made the choice and deployed the DNS Server role
on our two Active Directory servers. Those DNS servers will hold the “A” records of all the
instances we have deployed in our VPC, where the On-Premise Active Directory servers hold the
“A” records for our On-Premise resources. What about DHCP for dynamically configuring our
devices in the VPC? We could configure the DHCP server role on our Active Directory servers but
why add load to these servers when we can use a service that is available at no additional charge
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with every VPC deployed on AWS? For this deployment, we take advantage of the DHCP Option
Set and configure it accordingly. Configuration is, like with many other resource types, a two-step
process.
1. First, we define our DHCP option set and the code is as follows:
"XenCloudDhcpOptions" : {
"Type" : "AWS::EC2::DHCPOptions",
"Properties" : {
"DomainName" : { "Ref" : "DomainDNSName"},
"DomainNameServers" : ["AmazonProvidedDNS"],
"NtpServers" : [{ "Ref" : "AD1PrivateIp"}],
"NetbiosNameServers" : [{ "Ref" : "AD1PrivateIp"},{ "Ref" : "AD2PrivateIp"}],
"NetbiosNodeType" : "2",
"Tags" : [
{"Key" : "Domain", "Value" : { "Ref" : "DomainDNSName"}}]
}
},

2. Then we associate our DHCP option set with the VPC.
"XenCloudVPCDHCPOptionsAssociation" : {
"Type" : "AWS::EC2::VPCDHCPOptionsAssociation",
"Properties" : {
"VpcId" : {"Ref" : "VPC"},
"DhcpOptionsId" : {"Ref" : "XenCloudDhcpOptions
}
},

This is all we have to do to achieve dynamic host configuration and proper NetBIOS name
resolution in our VPC.

Considerations for Extending Existing Active Directory Domain Services into the
AWS Cloud
This section outlines additional architectural considerations for leveraging existing AD DS and
extending your on-premises network to the Amazon VPC.

Extend your on-premises network to Amazon VPC
By default, instances that you launch into a virtual private cloud cannot communicate with your
own network. To extend your existing AD DS into the AWS cloud, we will need to extend our
on-premises network to the Amazon VPC. We will discuss three ways to do this in the following
sections.

Citrix CloudConnector
CloudConnector is a feature used to build a cloud-extended datacenter. You can create
bridges to connect one or more Virtual Private Clouds (VPCs) to the network, without
reconfiguring the enterprise data center. Cloud-hosted applications appear as though they are
running on one contiguous enterprise network. CloudConnector enables you to create
seamless connectivity between the existing data center and applications hosted in the private
cloud infrastructure or between two cloud frameworks such as to AWS regions.
The term CloudConnector can also refer to the connection that you create between the two
private networks by using CloudConnector appliances or instances. Networks connected by a
CloudConnector functions like a single network transparent to the user.
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To connect a datacenter to an external cloud, such as in our case, an Amazon VPC, a
CloudBridge Connector tunnel is created between a NetScaler appliance in the datacenter and
a virtual NetScaler appliance (VPX) that resides in the Amazon VPC.

Multiple CloudConnector options are available which include the availability to use multiple
NetScaler appliances on-premises as well as within the Amazon VPC to configure redundant
VPN connections.

IPSec VPN
A common scenario for extending an on-premises network into an Amazon VPC is through
IPSec Virtual Private Network (VPN) tunnels. Within the Amazon VPC, you can create a virtual
private gateway, which acts as a VPN concentrator on the Amazon de of the VPN tunnel. A
customer gateway is the anchor on your side of that connection. The customer gateway can be
a physical device or a software appliance.
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Figure 8: Single VPN Connection from On-Premises Network to Amazon VPC

Multiple VPN configuration options are available which include the availability to use multiple
on-premises customer gateways and configure redundant VPN connections to provide failover.

Figure 9: Multiple VPN Connections from On-Premises Networks to Amazon VPC

For more details, see the VPN Configuration Examples topic in the Amazon Virtual Private
Cloud Network Administration Guide. Details about which hardware or software appliances you
can use are also available in Customer Gateway devices tested by AWS, and Requirements
for your customer gateway.
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AWS Direct Connect
AWS Direct Connect links an internal network to an AWS Direct Connect location over a
standard 1 gigabit or 10 gigabit Ethernet fiber-optic cable. One end of the cable is connected to
your router, the other to an AWS Direct Connect router. With this connection in place, you can
create virtual interfaces directly to the AWS cloud. For example, to Amazon Elastic Compute
Cloud (Amazon EC2), to Amazon Simple Storage Service (Amazon S3), and to Amazon Virtual
Private Cloud (Amazon VPC), bypassing Internet service providers in the network path.

Figure 10: How AWS Direct Connect interfaces with your network
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When you choose AWS Direct Connect to extend an on-premises network to the cloud, you
should consider configuring two dedicated connections for maximum redundancy. There are
different configuration choices available when you provision two dedicated connections,
including Active/Active (BGP multipath), and Active/Passive (failover).
In a failover configuration, only one connection link handles traffic. If it becomes unavailable,
the standby connection link becomes active. Amazon recommends that you configure both
connection links as active, as this will help ensure network traffic is load balanced across both
connections. In a BGP multipath configuration, if one connection link becomes unavailable, all
traffic is routed through the other remaining connection.
For implementation details, see the Getting Started guide in the AWS Direct Connect
documentation.

Sample Deployment Scenario #2: Extend on-premises Active Directory
Domain Services to the AWS Cloud
For our second deployment scenario, we provide an AWS CloudFormation template that will launch a
base architecture performing the following tasks:


Setup the Amazon VPC, including subnets in two Availability Zones.



Configure private and public routes.



Launch Windows Server 2012 R2 Amazon Machine Images (AMIs).



Configure security groups and rules for traffic between instances.



Enable ingress traffic into the VPC for administrative access to Remote Desktop Gateway and
NAT instances.

This scenario will use the architecture shown in Figure 2: Hybrid Cloud XenApp and XenDesktop
Deployment. You will still need to perform several manual post-configuration tasks, such as extending
your network to the Amazon VPC and promoting your Domain Controllers. These steps are discussed
later in this guide.

Securing our Infrastructure with Security Groups
The Securing the Microsoft Platform on Amazon Web Services whitepaper discusses in detail the
different methods for securing your AWS infrastructure. In this section, we examine how we
actually encode our security groups so we repeatedly and reliably deploy an environment that is
secure without having to perform any manual steps using the AWS Management Console.
A security group is just another resource of the type AWS::EC2::SecurityGroup that we declare
and that has a set of properties. The two key properties that define how the security group
behaves and what kind of filtering it performs are the properties SecurityGroupIngress and
SecurityGroupEgress. For example, the security group we construct in our script to enable all
domain member servers to communicate with the domain controllers for authentication and DNS
lookup are as follows.
"DomainMemberSG" : {
"Type" : "AWS::EC2::SecurityGroup",
"Properties" : {
"GroupDescription" : "Domain Members",
"VpcId" : { "Ref" : "VPC" },
"SecurityGroupIngress" : [
{"IpProtocol" : "tcp", "FromPort" : "53","ToPort" : "53", "CidrIp" : { "Ref" : "Infra1CIDR" } },
{"IpProtocol" : "udp", "FromPort" : "53", "ToPort" : "53", "CidrIp" : { "Ref" : "Infra1CIDR" } },
{"IpProtocol" : "tcp", "FromPort" : "49152", "ToPort" : "65535", "CidrIp" : { "Ref" : "Infra1CIDR" }},
{"IpProtocol" : "udp", "FromPort" : "49152", "ToPort" : "65535", "CidrIp" : { "Ref" : "Infra1CIDR" }},
{"IpProtocol" : "tcp", "FromPort" : "53", "ToPort" : "53", "CidrIp" : { "Ref" : "Infra2CIDR" } },
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{"IpProtocol" : "udp", "FromPort" : "53", "ToPort" : "53", "CidrIp" : { "Ref" : "Infra2CIDR" } },
{"IpProtocol" : "tcp", "FromPort" : "49152", "ToPort" : "65535", "CidrIp" : { "Ref" : "Infra2CIDR" }},
{"IpProtocol" : "udp", "FromPort" : "49152", "ToPort" : "65535", "CidrIp" : { "Ref" : "Infra2CIDR" }},
{"IpProtocol" : "tcp", "FromPort" : "3389", "ToPort" : "3389", "CidrIp" : { "Ref" : "DMZ1CIDR" } },
{"IpProtocol" : "tcp", "FromPort" : "3389", "ToPort" : "3389", "CidrIp" : { "Ref" : "DMZ2CIDR" } }
]
}
},

In our particular implementation, we only define Ingress rules. If we define no egress rule, the
default egress rule of allowing all outbound traffic is applied. In our VPC setting, this is fine, as it
removes complexity in managing the security groups. Also, it provides a sufficient level of security,
as individual instances (or instances of the same type that we deploy into separate subnets) listen
only on the defined set of ports from specified IP ranges or members of other security groups. Our
domain members listen to the typical high port range and port 53 (DNS) from our two domain
controllers, plus they allow 3389 (RDP) traffic from our DMZs which host the Bastion Hosts.
With the setup of our security groups that govern access between subnets and instances, we will
now deploy the remaining pieces of our foundational infrastructure, our CloudBridge to
interconnect the On-Premises datacenter to our newly created AWS VPC, as well as the Active
Directory components needed for our hybrid XenApp or XenDesktop deployment. We will
configure the last piece of our infrastructure, NetScaler Gateway, in Step 5: Launch the StoreFront
Layer after we have set up the StoreFront servers.
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Deploying NetScaler and Branch Repeater Appliances in AWS using
CloudFormation
The NetScaler VPX Amazon Machine Image (AMI) is packaged as an EC2 instance that is launched
within an AWS Virtual Private Cloud (VPC). An EC2 instance launched within an AWS VPC can also
provide the multiple interfaces, multiple IP addresses per interface, and public and private IP addresses.
Currently, on Amazon AWS, NetScaler VPX can be launched only within a VPC, because each VPX
requires at least three IP addresses per NetScaler instance. The Multi-IP functionality is available only to
instances running within an AWS VPC. A VPX instance in a VPC can be used to load balance servers
running in EC2. An Amazon VPC allows you to create and control a virtual networking environment,
including your own IP address range, subnets, route tables and network gateways.
Note: By default, you can create up to 5 VPC instances per AWS region for each AWS account; you can
request for higher VPC limits using Amazon’s request form (http://aws.amazon.com/contact-us/vpcrequest/). Although NetScaler on AWS can be implemented with one or two network elastic interfaces,
Citrix recommends three network interfaces for a standard installation. Each AWS EC2 instance provides
one default network interface. Amazon provides the functionality to attach additional network interfaces
to EC2 instances running within an AWS VPC through the use of Elastic Network Interfaces (ENIs). You
can attach up to eight ENIs to an EC2 instance.

Using NetScaler VPX Template
You might want to open up the sample NetScaler VPX AWS CloudFormation template file and
follow along. This template creates a NetScaler in one of the two Availability Zones, including all
associated resources, such as ENIs, the instance and security mappings. The XenDesktop 7.6
Master VPC AWS CloudFormation template (see https://s3.amazonaws.com/cfXenDesktop/RA/XD76_VPC_Master.json), which configures a HA dual zone XenDesktop
infrastructure launches one NetScaler VPX AWS CloudFormation template per zone.

Template Customization
The sample NetScaler VPX AWS CloudFormation (NS_VPX_NSIP_PLT_1GB_Template_v5.0)
template allows for rich customization of defined parameters at template launch. You can modify
those parameters, change the default values, or create an entirely new set of parameters based
on your specific deployment scenario.
The NetScaler VPX AWS CloudFormation template contains a Mappings section that maps the
AMIs for a given region to a given NetScaler on AWS Marketplace. Change these AMI references
accordingly to your needs. The defaults in the sample template are for the NetScaler VPX
Platinum Edition – 1 Gbps with the 10.5-54.9 firmware. Note that the NetScaler VPX Platinum
Edition comes with 21 days of Trail usage.
"Mappings" : {
"AWSInstanceType2Arch" : {
"m3.large"

: { "Arch" : "64" },

"m3.xlarge"

: { "Arch" : "64" },

"m3.2xlarge"

: { "Arch" : "64" }

},
"AWSRegionArch2AMI": {
"us-east-1":

{"64": "ami-bc62f9d4"},

"us-west-1":

{"64": "ami-3f0b187a"},

"us-west-2":

{"64": "ami-c9e4b3f9"},

"eu-west-1":

{"64": "ami-72863b05"},

"ap-southeast-1": {"64": "ami-7f725e2d"},
"ap-southeast-2": {"64": "ami-9fcba2a5"},
"ap-northeast-1": {"64": "ami-de7477df"},
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"sa-east-1":

{"64": "ami-51db6b4c"}

}
},

To change this to use for instance the NetScaler VPX – Customer Licensed edition we will need to
change the AWSRegionArchNSAMI block to map to the correct AMI references as found on AWS
Marketplace. See the below example with the AMI references for AWS Region US-East-1 adapted
to the NetScaler VPX – Customer Licensed edition:
"AWSRegionArch2AMI": {
"us-east-1":

{"64": "ami-040f606c"},

"us-west-1":

{"64": "ami-51dac714"},

"us-west-2":

{"64": "ami-433a6973"},

"eu-west-1":

{"64": "ami-6c03bb1b"},

"ap-southeast-1": {"64": "ami-3595ba67"},
"ap-southeast-2": {"64": "ami-134b2029"},
"ap-northeast-1": {"64": "ami-6a3e366b"},
"sa-east-1":
}

{"64": "ami-078a391a"}

The NS_VPX_NSIP_PLT_1GB_Template_v5.0 AWS CloudFormation Template parameters
include the following default values, the IDs of the various security groups and subnets are
provided as output by the XD76 VPC Master AWS CloudFormation Template.
Parameter

Default

Description

VPC

<User Provides>

VPC ID of the existing Virtual Private Cloud

NSVPXInstanceType

<User Provides>

Amazon EC2 instance type for the NetScaler VPX instances.

CBVPXInstanceType

M3.large

Amazon EC2 instance type for the CloudBridge VPX instances

DMZ1IP

10.16.1.10

Fixed private IP for the NetScaler ENI located in the DMZ in AZ1

DMZ2IP

10.16.2.10

Fixed private IP for the NetScaler ENI located in the DMZ in AZ2

NSGWAZ1VIP

10.16.1.11

Fixed private IP for the NetScaler Gateway VIP ENI located in the DMZ in AZ1

NSGWAZ2VIP

10.16.2.11

Fixed private IP for the NetScaler Gateway VIP ENI located in the DMZ in AZ2

NS1VPXNameAZ1

NS1VPXAZ1

Host name of the Primary NetScaler located in AZ1

NS2VPXNameAZ1

NS2VPXAZ1

Host name of the Secondary NetScaler located in AZ1

NS1VPXNameAZ2

NS1VPXAZ2

Host name of the Primary NetScaler located in AZ2

NS2VPXNameAZ2

NS2VPXAZ2

Host name of the Secondary NetScaler located in AZ2

CBVPXNameAZ1

CBVPXAZ1

Host name of the CloudBridge VPX located in AZ1

CBVPXNameAZ2

CBVPXAZ2

Host name of the CloudBridge VPX located in AZ2

Infra1MIP

10.16.3.10

Fixed private IP (MIP)for the NetScaler ENI located in the Infrastructure subnet in AZ1

Infra2MIP

10.16.4.10

Fixed private IP (MIP)for the NetScaler ENI located in the Infrastructure subnet in AZ2

Infra1CBIP

10.16.3.11

Fixed private IP for the CloudBridge VPX located in the Infrastructure subnet in AZ1

Infra2CBIP

10.16.4.11

Fixed private IP for the CloudBridge VPX located in the Infrastructure subnet in AZ2

NS1AZ1NSIP

10.16.9.10

Fixed private NetScaler IP (NSIP) for the ENI of the primary NetScaler located in the
NetScaler subnet in AZ1
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NS2AZ1NSIP

10.16.9.11

Fixed private NetScaler IP (NSIP) for the ENI of the secondary NetScaler located in the
NetScaler subnet in AZ1

NS1AZ2NSIP

10.16.10.10

Fixed private NetScaler IP (NSIP) for the ENI of the primary NetScaler located in the
NetScaler subnet in AZ2

NS2AZ2NSIP

10.16.10.11

Fixed private NetScaler IP (NSIP) for the ENI of the secondary NetScaler located in the
NetScaler subnet in AZ2

PrivateSecurityGroup

<User Provides>

ID of the Private side Security Group

AllOpenSecurityGroup

<User Provides>

ID of the All Open Security Group

NSSecurityGroup

<User Provides>

ID of the NetScaler Management Security Group

DMZSecurityGroup

<User Provides>

ID of the DMZ (Public) Security Group

DMZ1Subnet

<User Provides>

ID of the DMZ subnet located in AZ1

DMZ2Subnet

<User Provides>

ID of the DMZ subnet located in AZ2

Infra1Subnet

<User Provides>

ID of the XA/XD Infrastructure subnet located in AZ1

Infra2Subnet

<User Provides>

ID of the XA/XD Infrastructure subnet located in AZ2

NS1Subnet

<User Provides>

ID of the NetScaler Management Subnet located in AZ1

NS2Subnet

<User Provides>

ID of the NetScaler Management Subnet located in AZ2

NSHA

Single

Single NetScaler per AZ or NetScaler HA Pair per AZ. Options include either "Single" or
"HA Pair"

NSCB

Enable

Enable CloudBridge VPX per AZ to accelerate traffic traversing the Cloud Connector.
Options include either “Enable" or "Disable"

NetScaler VPX Routes
After we have created the VPC and the subnets inside the VPC, we need to define how traffic will
flow inside the VPC and out of the VPC. We define the routes: one route for defining the traffic
flow for all the private subnets, and one route for the two public subnets.
Before we can create the NetScaler VPX instances, we need to define the ENIs for each of the
NetScaler VPXes. This script defines the ENIs for the VPX and assigns these ENIs to their
respective Security Groups:
"NsipENI":{
"Type":"AWS::EC2::NetworkInterface",
"Properties":{
"Description":"ENI connected to NSIP subnet",
"SubnetId":{"Ref":"NsipSubnet"},
"GroupSet":[{ "Ref":"PrivateSecurityGroup" }],
"PrivateIpAddresses":[{ "PrivateIpAddress" : { "Ref" : "NsIP" }, "Primary" : "true"}],
"Tags" : [ {"Key" : "Name", "Value" : "Interface 1"}, {"Key" : "Interface", "Value" : "eth0"}]
}
},
"ClientENI":{
"Type":"AWS::EC2::NetworkInterface",
"Properties":{
"Description":"ENI connected to client subnet",
"SubnetId":{ "Ref":"ClientSubnet" },
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"GroupSet":[ {"Ref":"PublicSecurityGroup"} ],
"PrivateIpAddresses":[ { "PrivateIpAddress" : { "Ref" : "ClientIP" }, "Primary" : "true"} ],
"Tags" : [ {"Key" : "Name", "Value" : "Interface 2"}, {"Key" : "Interface", "Value" : "eth1"} ]
}
},

Now we can instantiate the NetScaler VPX in its Availability Zone including the mapping off the
correcting ENIs. Note that the NetScaler requires having the Source and Destination Check set to
disabled for its ENIs to function correctly. The code for doing this is as follows:
"VPXInstance":{
"Type":"AWS::EC2::Instance",
"Properties":{
"ImageId":{
"Fn::FindInMap":[
"AWSRegionArch2AMI",
{ "Ref":"AWS::Region" },
{ "Fn::FindInMap": [
"AWSInstanceType2Arch",
{ "Ref": "InstanceType" },
"Arch"
]
}
]
},
"InstanceType":{ "Ref":"InstanceType" },
"NetworkInterfaces":[
{
"NetworkInterfaceId":{ "Ref":"NsipENI" },
"DeviceIndex":"0"
},
{
"NetworkInterfaceId":{ "Ref":"ClientENI" },
"DeviceIndex":"1"
}
],
"Tags":[
{
"Key":"Name",
"Value":"Citrix NetScaler"
}
]
}
}

Similar to other VPC and subnet resources, we are extensively using references either to
previously-created resources like the NetScaler NSIP ENI in AZ1 { "Ref" : "NS1AZ1NSIP" } that
we want to launch this instance with, or to a security group that governs the type of traffic we allow
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to flow in or out of this ENI for this instance. (We discuss security group setup in detail later in this
document.)
As the NetScaler instances have ENIs that reside in a public subnet, it also needs a publicly
routable IP address. We achieve this by creating an EIP resource { "Type" : "AWS::EC2::EIP" }
and associating it with the respective ENIs for this instance. The code for allocating the EIP is as
follows in AWS CloudFormation:
"AZ1NS1EipVip": {
"Type": "AWS::EC2::EIP",
"Properties": {
"Domain": "vpc"
}
},

The code for associating the allocated EIP to the right ENI is as follows in AWS CloudFormation:
"AssociateAZ1NSEipVip": {
"Type": "AWS::EC2::EIPAssociation",
"Properties": {
"AllocationId": {
"Fn::GetAtt": [
"AZ1NSEipVip",
"AllocationId"
]
},
"NetworkInterfaceId": {
"Ref": "DMZ1ENI"
},
“PrivateIpAddress” : {
“Ref”: “NSGWAZ1VIP”
}
}
},

CloudBridge VPX Instances
After we have created the NetScaler HA pairs, we can now define the CloudBridge instances in
each Availability Zone. This script has a condition defined which based on setting NSCB to Enable
or Disable will define the CloudBridge VPX in each Availability Zone and assigns them to their
respective Security Groups and places them in the respective Infrastructure Subnets:


Parameter:
"NSCB" : {
"Description" : "Enable CloudBridge VPX per AZ to accelerate traffic traversing the Cloud Connector.
Options include either \"Enable\" or \"Disable\"",
"Type"

: "String",

"AllowedValues" : [
"Enable",
"Disable"
],
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"Default"

: "Enable"

},



Condition:
"Conditions" : {
"CreateCBResources"
"CreateNSHAResources"

: {"Fn::Equals" : [{"Ref" : "NSCB"}, "Enable"]},
: {"Fn::Equals" : [{"Ref" : "NSHA"}, "HA Pair"]}

},



Instance Defition:
"NSAZ1CBInstance": {
"Type": "AWS::EC2::Instance",
"Condition"

:

"CreateCBResources",

"Properties": {
"ImageId" : { "Fn::FindInMap" : [ "AWSRegionArchCBAMI", { "Ref" : "AWS::Region" }, {
"Fn::FindInMap" : [ "AWSInstanceType2Arch", { "Ref" : "CBVPXInstanceType" }, "Arch" ] } ]
},
"InstanceType": {"Ref": "CBVPXInstanceType"},
"SubnetId" : { "Ref" : "Infra1Subnet" },
"Tags" : [ {
"Key" : "Name",
"Value" : { "Ref" : "CBVPXNameAZ1" }
} ],
"SecurityGroupIds" : [ {"Ref" : "AllOpenSecurityGroup"} ],
"PrivateIpAddress" : { "Ref" : "Infra1CBIP" }
}
},

Accessing the NetScaler Instance on AWS
When the NetScaler instances are running, you can access the instances through the NetScaler
GUI or the NetScaler CLI by connecting to the EIP associated with management ENI (NSIP). For
example, use the following addressing notation in a web browser: http://<Elastic_IP>:80
(unsecured access) or https://<Elastic_IP>:8080 (secured access) Notes:


The default username is nsroot and the password is the instance id-number of the
NetScaler instance.



To access a NetScaler instance via SSH, provide the .pem file.



You can use the AWS GUI console to manually add the private IP addresses for MIPs or
SNIPs on server subnets and VIPs on client subnets.
o

o
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MIPs must be used for


Reach subnets in same VPC but a different AZ



Reaching IPs outside of the VPC

IP connectivity (SNIP/MIP)


SNIPs can be used for connectivity to resources in same AZ/VPC



MIPs must be used for connectivity outside of AZ or VPC

If you want to access the NSIP from the Internet, you must assign an EIP to the NSIP
address of each NetScaler instance. Take care to adapt accordingly the Security Group or
Network ACL to which this ENI that hosts the EIP belongs.
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If you want VIP addresses to be accessible through the Internet you must associate an
EIP with each VIP address that is defined in the configuration.

Accessing the CloudBridge Instance on AWS
When the CloudBridge instances are up and running, you can access the instances through the
CloudBridge/Branch Repeater administration GUI by connecting to the IP associated with the
CloudBridge VPX instance. For example, use the following addressing notation in a web browser:
http://<IP>:80 (unsecured access) or https://<IP>:443 (secured access) Notes:


A few manual configuration steps need to be completed:
a) Disabling the Source/Destination Check Feature
b) Configuring SNMP Monitoring on the CloudBridge VPX AMI on AWS



Limitations and Usage Guidelines for CloudBridge VPX/Branch Repeater AMI Instances
on AWS
a) High Availability setup for CloudBridge VPX AMI instances is not supported.
b) CloudBridge VPX AMI instance in Group Mode is not supported.
c) Branch Repeater/CloudBridge plug-ins are not supported.
d) Tagged VLAN is not supported because of the inherent limitation of AWS.
e) Traffic shaping is not supported.
f)

IP address/gateway/subnet assignment using the CloudBridge VPX/Branch
Repeater management user interface is not supported.

g) Console access is not available for CloudBridge VPX/Branch Repeater AMI
instance on AWS.
h) It is not possible to install licenses on a Branch Repeater AMI instance on AWS.
The Branch Repeater AMI instance is automatically licensed and rate limiting is
controlled by the CloudBridge instance, which is paired with the Branch Repeater
AMI instance.
i)
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While configuring the Branch Repeater instance, you may not change the disk
size, which has a default value of 250 GB. A higher capacity disk does not
increase the available Disk Based Compression (DBC) cache size.
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CloudBridge Connector
The CloudBridge Connector feature of the Citrix NetScaler appliances connects our enterprise
datacenters to public clouds such as AWS. Making the cloud a secure extension of our enterprise
network and suited for our XenApp deployment models, which use On-Premises resources such
as Active Directory or user data.
Cloud hosted applications such as our XenApp or XenDesktop deployment in this implementation
appear as though they are running on one contiguous routed enterprise network.

Configuring CloudBridge Connector between Datacenter and AWS Cloud
To setup the CloudBridge Connector tunnel between our previously instantiated NetScaler HA
pairs that reside on the AWS cloud and our NetScaler appliance that resides in our datacenter, we
will use the configuration utility of the On-Premises NetScaler appliance.
When you use the configuration utility, the CloudBridge Connector tunnel configuration created on
the NetScaler appliance, is automatically pushed to the other endpoint or peer (the NetScaler VPX
on AWS) of the CloudBridge Connector tunnel. Therefore, you do not have to have access the
configuration utility (GUI) of the NetScaler VPX on AWS to create the corresponding CloudBridge
Connector tunnel configuration on it.
The CloudBridge Connector tunnel configuration on both peers (the NetScaler appliance that
resides in the datacenter and the NetScaler virtual appliance (VPX) that resides on the AWS
cloud) consists of the following entities:
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IPSec profile. An IPSec profile entity specifies the IPSec protocol parameters, such as
IKE version, encryption algorithm, hash algorithm, and PSK, to be used by the IPSec
protocol in both the peers of the CloudBridge Connector tunnel.



GRE tunnel. An IP tunnel specifies a local IP address (a public SNIP address configured
on the local peer), remote IP address (a public SNIP address configured on the remote
peer), protocol (GRE) used to set up the CloudBridge Connector tunnel, and an IPSec
profile entity.



Netbridge. A logical container that holds or represents the CloudBridge Connector tunnel
configuration on each of the peers. A GRE tunnel entity is associated with the netbridge. A
particular CloudBridge Connector tunnel configuration on a peer is identified by the name
of the netbridge entity.
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To configure a CloudBridge Connector tunnel in a NetScaler appliance by using the configuration
utility
1. Type the NSIP address of a NetScaler appliance in the address line of a web browser.
2. Log on to the configuration utility of the NetScaler appliance by using your account credentials
for the appliance.

3. Navigate to System > Network > CloudBridge Connector.
4. In the right pane, under Getting Started, click Create/Monitor CloudBridge.

5. Click Get Started.
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Note: If you already have any CloudBridge Connector tunnel configured on the NetScaler
appliance, this screen does not appear, and you are taken to the CloudBridge Connector Setup
pane.
6. In the CloudBridge Connector Setup pane, click Amazon Web Services.

7. In the Amazon pane, enter the values for the access keys in the AWS Access Key ID and AWS
Secret Access Key text boxes, and then click Continue. You can obtain these access keys
from the AWS GUI console. Click Continue.
8. In the NetScaler pane, enter your EIP associated with the NSIP address of the NetScaler VPX
running in AWS. Then, provide your account credentials for the NetScaler VPX. Click Continue.
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9. In the CloudBridge Connector Setting pane, set the following parameter:


CloudBridge Connector Name - Name for the CloudBridge Connector configuration on
the local appliance. Must begin with an ASCII alphabetic or underscore (_) character, and
must contain only ASCII alphanumeric, underscore, hash (#), period (.), space, colon (:),
at (@), equals (=), and hyphen (-) characters. Cannot be changed after the CloudBridge
Connector configuration is created.

10. Under Local Setting, set the following parameter:


Subnet IP - IP address of the local endpoint of the CloudBridge Connector tunnel. Must
be a public IP address of type SNIP.

11. Under Remote Setting, set the following parameter:


Subnet IP - IP address of the CloudBridge Connector tunnel endpoint on the AWS side.
Must be an IP address of type SNIP on the NetScaler VPX instance on the AWS.



NAT - Public IP address (EIP) in AWS that is mapped to the SNIP configured on the
NetScaler VPX instance on AWS.

12. (Optional) Under Security Settings, set the following IPSec protocol parameters to be used by
the IPSec protocol in the CloudBridge Connector tunnel:


Encryption Algorithm – Encryption algorithm to be used by IPSec protocol in the
CloudBridge tunnel.



Hash Algorithm – Hash algorithm to be used by the IPSec protocol in the CloudBridge
Connector tunnel.



Key – Select one of the following IPSec authentication methods to be used by the two
peers to mutually authenticate.
o

Auto Generate Key – Authentication based on a text string, called a pre-shared
key (PSK), generated automatically by the local appliance. The PSKs keys of the
peers are matched against each other for authentication.

o

Specific Key – Authentication based on a manually entered PSK. The PSKs of
the peers are matched against each other for authentication.


o

Pre Shared Security Key – The text string entered for pre-shared key
based authentication.

Upload Certificates – Authentication based on digital certificates.


Public Key – A local digital certificate to be used to authenticate the local
peer to the remote peer before establishing IPSec security assocations.
The same certificate should be present and set for the Peer Public Key
parameter in the peer.



Private Key – Private key of the local digital certificate.



Peer Public Key – Digital certificate of the peer. Used to authenticate the
peer to the local endpoint before establishing IPSec security associations.
The same certificate should be present and set for the Public key
parameter in the peer.

13. Click Done.
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The new CloudBridge Connector tunnel configuration on the NetScaler appliance in the datacenter
appears on the Home tab of the configuration utility. The corresponding new CloudBridge
Connector Tunnel configuration on the NetScaler VPX appliance in the AWS VPC appears on the
configuration utility.
The status of the CloudBridge Connector tunnel is indicated in the Configured CloudBridges
pane. A green dot indicates that the tunnel is up. A red dot indicates that the tunnel is down.

Redirecting traffic to the CloudBridge VPX Appliances
On the NetScaler appliances in the datacenter and in the Amazon VPC, specify the CloudBridge
appliance as a service by using the Dynamic Load Balancing wizard for Citrix CloudBridge. The
wizard automatically creates a service and two virtual servers on the NetScaler appliance. The
following table describes the service and virtual servers created by the wizard. For detailed steps
of conifuring the WAN optimization for a CloudBridge Connector tunnel see the Citrix eDocs site
(http://support.citrix.com/proddocs/topic/ns-system-10-map/cb-br-aws-wanopt-cb-con.html ) for
detailed configuration steps.
Entity Name

Entity Type

Description

BR_LB_SVC_DYN_<IP address of the
CloudBridge/Branch Repeater
appliance> For example,
BR_LB_SVC_DYN _ 10.17.0.10

Service

A service representing the
CloudBridge VPX/Branch Repeater
appliance.

BR_LB_VS_DYN_1
and
BR_LB_VS_DYN_2

Virtual Server

Virtual servers to entertain different
types of traffic for the CloudBridge
VPX appliance.
The service (for example
BR_LB_SVC_DYN_10.17.0.10)
representing the CloudBridge VPX
appliance is bound to both the virtual
servers
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Configuring Listen Policies for the Virtual Servers Created by the Wizard
When setting up the Branch Repeater appliance as a service by using the Dynamic Load
Balancing wizard for Citrix CloudBridge, the Prefer Direct Route parameter is set to NO to
enable for the NetScaler to forward traffic to the CloudBridge VPX through the wildcard virtual
server/service.
To ensure that even when the CloudBridge appliance is down, and consequently the virtual
server goes down, the NetScaler looks up the correct route and sends traffic, you need to set
the following listen policies for the virtual servers BR_LB_VS_DYN_1 and
BR_LB_VS_DYN_2. These virtual servers were created on the NetScaler appliance by the
Dynamic Load Balancing wizard for Citrix CloudBridge.
Virtual servers

Parameters
to be
modified

Value to be set for the parameter

BR_LB_VS_DYN
_1

Listen Policy

sys.vserver("BR_LB_VS_DYN_1").state.eq(up)&&client.tcp.repeat
er_option.exists&&client.ip.src.eq(<IP address of the Branch
Repeater appliance>).not For example,
sys.vserver(“BR_LB_VS_DYN_1”).state.eq(up)&&client.tcp.repeat
er_option.exists&&client.ip.src.eq(192.0.2.30).not

BR_LB_VS_DYN
_2

Listen Policy

sys.vserver(“BR_LB_VS_DYN_2”).state.eq(up)&&client.ip.src.eq(<
IP address of the Branch Repeater appliance>).not For example,
sys.vserver(“BR_LB_VS_DYN_2”).state.eq(up)&&client.ip.src.eq(1
92.0.2.30).not

To set listen policies for the virtual servers to which the CloduBridge service is bound by using
the NetScaler command line At the NetScaler command prompt, type:
set lbvserver <name> -Listenpolicy <expression>
Example >
set lbvserver BR_LB_VS_DYN_1 –listenpolicy sys.vserver
(“BR_LB_VS_DYN_1”).state.eq(up)&&client.tcp.repeater_option.exists&&client.ip.src.eq(<BR_IP>).not
Done
>set lbvserverBR_LB_VS_DYN_2 listenpolicysys.vserver("BR_LB_VS_DYN_2").state.eq(up)&&client.ip.src.eq(<IP of BR>).not
Done
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Launching the Active Directory in the Right Order
So, now we have our connection up between the On-Premises datacenter and our AWS regions,
optimized and accelerated by the CloudBridges on both end.
After this step, we are ready to deploy the Active Directory instances into our VPC. If we try to deploy an
Active Directory instance in a private subnet inside a VPC without the proper public and private routing
setup, the instance itself is created but none of the subsequent configuration scripts is executed. AWS
CloudFormation requires access to the AWS CloudFormation Endpoints where, among other things we
discuss later, state of Wait Conditions is stored so we can orchestrate the right launch order of our
resources.
Here’s a list of the AWS CloudFormation Endpoints who’s DNS names must be resolvable and
reachable from our instances.
Table 2 The AWS CloudFormation endpoints are:

Region

Endpoint

US East (Northern Virginia) Region

cloudformation.us-east-1.amazonaws.com

US West (Oregon) Region

cloudformation.us-west-2.amazonaws.com

US West (Northern California) Region

cloudformation.us-west-1.amazonaws.com

EU (Ireland) Region

cloudformation.eu-west-1.amazonaws.com

Asia Pacific (Singapore) Region

cloudformation.ap-southeast-1.amazonaws.com

Asia Pacific (Sydney) Region

cloudformation.ap-southeast-2.amazonaws.com

Asia Pacific (Tokyo) Region

cloudformation.ap-northeast-1.amazonaws.com

South America (Sao Paulo) Region

cloudformation.sa-east-1.amazonaws.com

Note: All AWS CloudFormation endpoints use the HTTPS protocol for access

AD DS Setup and DNS Configuration
XenApp and XenDesktop require Active Directory Domain Services (AD DS) for user authentication and
availability of the complete feature set. However, you can also leverage AD DS to provide Domain Name
Server (DNS) functionality within the VPC among the various server instances.
For your XenApp or XenDesktop deployment to operate, you need connectivity to one or more domain
controllers to facilitate user authentication and DNS resolution across servers within the farm.
In our hybrid XenApp scenarios, the XenApp or XenDesktop deployment uses CloudBridge to connect to
the corporate infrastructure. It is advised to maintain AD DS to be instantiated within the AWS
environment to facilitate user registration and authentication for the XenApp instances running there. For
more information on detailed setup and configuration steps, see the “DNS Settings on Windows Server
Instances” section. We suggest hosting domain controllers in multiple Availability Zones to provide
redundancy and high availability, as illustrated in Figure 11: Active Directory Setup.
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Figure 11: Active Directory Setup
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At the end of this step, you will have the following resources of our architecture launched:
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Step 3: Launch the Database Layer
Provisioning our SQL Server Instances using AWS CloudFormation and
Windows PowerShell
This section describes how to deploy SQL Server 2012 or 2014 instances in a Windows Server Failover
Cluster configuration and enable SQL Server AlwaysOn for our XenDesktop Databases.
This step of the advanced implementation guide describes how you can use the AWS CloudFormation
service and Windows PowerShell to perform the necessary provisioning and configuration steps to
deploy SQL Server 2012 or 2014 as the database for our database layer.
NOTE: As with other configuration steps highlighted in this document, this step is meant to be viewed as
an example that shows how an administrator might want to script his/her deployment. While the
configuration steps performed in our sample template leave you with a SQL Server configuration that is
capable of performing well in a medium-size deployment of a XenDesktop site, you will likely need to
make adjustments that reflect the individual circumstances of your deployment.
Let’s dive into the individual steps it takes to script the deployment of your SQL Server resources.

High Availability and Disaster Recovery in the AWS Cloud
Amazon EC2 provides the ability to place instances in multiple locations composed of regions and
Availability Zones. Regions are dispersed and located in separate geographic areas. Availability Zones
are distinct locations within a region that are engineered to be isolated from failures in other Availability
Zones and that provide inexpensive, low-latency network connectivity to other Availability Zones in the
same region.
By launching our instances in separate regions, we can design XenApp and XenDesktop to be closer to
specific customers or to meet legal or other requirements. By launching our instances in separate
Availability Zones, we can protect our XenApp or XenDesktop implementation from the failure of a single
location. Windows Server Failover Clustering (WSFC) provides infrastructure features that complement
the high availability and disaster recovery scenario supported in the AWS cloud.

SQL Server Enterprise Edition
Although Amazon Machine Images (AMIs) for SQL Server Express and SQL Server Web Edition are
available for launch on AWS, the Enterprise Edition is not available as an AMI. To install SQL Server
2012 or 2014 Enterprise Edition on AWS, you can download the trial software from Microsoft. If you
choose to deploy this solution using the provided CloudFormation templates, a script will automatically
connect to the Microsoft download site and install the trial software for you.
You will find the installation software in a share on the Domain Controller in the first Availability Zone,
which by default will be \\DC1\SQLINSTALL\. If you need to re-run the SQL installation, there will be a
batch file on the desktop of each node called InstallSQLEE.bat that will launch the installer from the
share. If you do re-run the installation, make sure you right-click the batch file and select Run as
Administrator to start the installation.
The SQL services are configured to run under the sqlsa account that is created in Active Directory. This
account is also added to the local administrators groups on each WSFC node.
Note: Citrix does not provide installation media for Microsoft software. If you are not using the
CloudFormation templates, you can setup a test or evaluation environment by downloading a trial
version of SQL Server 2012 or 2014 at http://www.microsoft.com/en-us/server-cloud/products/sqlserver/. For a production deployment user your volume licensing software and mobilize the license as
described in the License Mobility through Software Assurance AWS program.

Security Groups and Firewalls
When launches, Amazon EC2 instances must be associated with a Security Group, which acts as a
stateful firewall. You have complete control over the network traffic entering or leaving the Security
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Group, and you can build granular rules that are scoped by protocol, port number, and source or
destination IP address or subnet. As well as other Security Groups. By default, all traffic egressing a
Security Group is permitted. Ingress traffic, on the other hand, must be configured to allow the
appropriate traffic to reach your instances.
In the Securing the Microsoft Platform on Amazon Web Services whitepaper, AWS discusses in detail
the different methods for securing your AWS infrastructure. Recommendations including providing
isolation between application tiers using Security Groups. We recommend that you tightly control ingress
traffic in order to reduce the attack surface of the Amazon EC2 instances for your XenApp and
XenDesktop deployment.

Storage on the WSFC Nodes
Storage capacity and performance is a key aspect of any production SQL Server installation. While
capacity and performance will vary from one deployment to the next, we provide a reference
configuration that you can use as a starting point. The CloudFormation template will deploy the WSFC
nodes using the r3.xlarge instance type by default. This is a memory-optimized instance with 1 x 80 GB
of SSD instance storage.
In an effort to provide highly performant and durable storage, we have also included provisioned IOPS
Amazon Elastic Block Storage (EBS) volumes. These volume types offer consistent and low-latency
performance. They are backed by Solid-State Drives (SSDs) and are designed for applications with I/Ointensive workloads such as databases.
Amazon EBS-optimized instances, such as the r3.xlarge, deliver dedicated throughput between Amazon
EC2 and Amazon EBS. The dedicated throughput minimizes contention between Amazon EBS I/O and
other traffic from our Amazon EC2 SQL Server instances, providing the best performance for our
Amazon EBS volumes.
On each WSFC node, we deploy by default eight (8) 20GB Amazon EBS volumes. The provisioned
IOPS (default set to 100) of each volume as well as the volume size can be set at stack create time
using a CloudFormation parameter. Within the Windows instance, we use the Amazon EBS volumes to
create three stripe set (RAID 0) arrays configured as follows:


4 disks (80 GiB) to host the SQL Server XenApp or XenDesktop database files



2 disks (40 GiB) to host the SQL Server XenDesktop log files



2 disks (40 GiB) to host the SQL Server TempDB files

The SQL Server installation will utilize this disk layout for our XenDesktop databases and logs in the
following locations.
In any case, let us start to script the provisioning of our additional volumes. First, we declare our SQL
Server Stripe Volume Member size and IOPS in the Parameters section:
"SQLServerStripeVolumeSize" : {
"Description"

: "Size in GB of the 6 individual stripes for the SQL Server Striped Volumes",

"Type"

:

"Default" :

"20"

"String",

},
SQLServerStripeVolumeIops" : {
"Description"

: "IOPS of the 6 individual stripes for the SQL Server Striped Volumes",
"Type"

:

"Default" :

"100"

"String",

},

This allows us to adapt our IOPS and Volumesize to our respective requirements.
Second we declare SQL Server Stripe Volume resources as follows:
"WSFCNode1Volume1" : {
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"Type" : "AWS::EC2::Volume",
"Properties" : {
"Size" : { "Ref" : "DiskStripeVolumeSize" },
"Iops" : { "Ref" : "DiskProvisionedIOPS" },
"VolumeType" : "io1",
"AvailabilityZone" : {
“Fn::Select” : [
0,
{
"Fn::GetAZs" : “”
}
]
}
}
},
"WSFCNode1Volume2" : {
"Type" : "AWS::EC2::Volume",
"Properties" : {
"Size" : { "Ref" : "DiskStripeVolumeSize" },
"Iops" : { "Ref" : "DiskProvisionedIOPS" },
"VolumeType" : "io1",
"AvailabilityZone" : {
“Fn::Select” : [
0,
{
"Fn::GetAZs" : “”
}
]
}
}
},

citrix.com

58

Next, we attach these volumes to our instance. You can do this using the Volumes property in the
Properties section of our instance and the code is as follows:
"Properties": {
"ImageId" : {
"Fn::FindInMap" : [
"AWSRegionArch2AMI",
{
"Ref" : "AWS::Region"
},
{
"Fn::FindInMap" : [
"AWSInstanceType2Arch",
{
"Ref" : "WSFCNode1InstanceType"
},
"Arch"
]
}
]
},
"InstanceType" : { "Ref" : "WSFCNode1InstanceType" },
"NetworkInterfaces" : [
{
"DeleteOnTermination" : "true",
"DeviceIndex"
"SubnetId"

: 0,
:{

"Ref" : "InfraSubnet1Id"
},
"PrivateIpAddresses" : [
{
"Primary" : "true",
"PrivateIpAddress" : {
"Ref" : "WSFCNode1PrivateIp"
}
},
{
"Primary" : "false",
"PrivateIpAddress" : {
"Ref" : "WSFCNode1PrivateIp2"
}
},
{
"Primary" : "false",
"PrivateIpAddress" : {
"Ref" : "WSFCNode1PrivateIp3"
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}
}
],
"GroupSet"

:[

{
"Ref" : "DomainMemberSGID"
},
{
"Ref" : "WSFCSecurityGroup"
},
{
"Ref" : "WSFCClientSecurityGroup"
}
]
}
],
"Tags"

:[

{
"Key" : "Name",
"Value" : {
"Ref" : "WSFCNode1NetBIOSName"
}
}
],
"BlockDeviceMappings" : [
{
"DeviceName" : "/dev/sda1",
"Ebs"

:{

"VolumeSize" : "50",
"VolumeType" : "gp2"
}
},
{
"DeviceName" : "/dev/xvdb",
"VirtualName" : "ephemeral0"
}
],
"Volumes"

:[

{
"VolumeId" : {
"Ref" : "WSFCNode1Volume1"
},
"Device" : "/dev/xvdf"
},
{
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"VolumeId" : {
"Ref" : "WSFCNode1Volume2"
},
"Device" : "/dev/xvdg"
},

Then we create the batch file and the associated text file to run the DISKPART utility and this is as
follows:
"C:\\cfn\\scripts\\StripeDisk1.txt" : {
"content" : { "Fn::Join" : ["", [
"select disk=2 ", "\n",
"select partition 1 ", "\n",
"delete partition ", "\n",
"select disk=3 ", "\n",
"select partition 1 ", "\n",
"delete partition ", "\n",
"select disk=4 ", "\n",
"select partition 1 ", "\n",
"delete partition ", "\n",
"select disk=5 ", "\n",
"select partition 1 ", "\n",
"delete partition ", "\n",
"select disk=6 ", "\n",
"select partition 1 ", "\n",
"delete partition ", "\n",
"select disk=7 ", "\n",
"select partition 1 ", "\n",
"delete partition ", "\n",
"select disk=8 ", "\n",
"select partition 1 ", "\n",
"delete partition ", "\n",
"select disk=9 ", "\n",
"select partition 1 ", "\n",
"delete partition ", "\n",
"select disk=2 ", "\n",
"convert dynamic ", "\n",
"select disk=3 ", "\n",
"convert dynamic ", "\n",
"select disk=4 ", "\n",
"convert dynamic ", "\n",
"select disk=5 ", "\n",
"convert dynamic ", "\n",
"select disk=6 ", "\n",
"convert dynamic ", "\n",
"select disk=7 ", "\n",
"convert dynamic ", "\n",
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"select disk=8 ", "\n",
"convert dynamic ", "\n",
"select disk=9 ", "\n",
"convert dynamic ", "\n",
"create volume stripe disk=2,3,4,5 ", "\n",
"select volume=3 ", "\n",
"assign letter=D ", "\n",
"format fs=ntfs quick label=\”DATA Volume\” unit=64k",
"\n",
"exit",
"\n"
]]}
},
"C:\\cfn\\scripts\\StripeDisk1.bat" : {
"content" : { "Fn::Join" : ["", [
"diskpart /s C:\\cfn\\scripts\\StripeDisk1.txt", "\n"
]]}
},

This leaves us with subsequently executing the command to run the batch file and is as follows:
"createraid" : {
"commands" : {
"1-perform-StripeDisk1" : {
"command" : { "Fn::Join" : [ "", [ "C:\\cfn\\scripts\\StripeDisk1.bat" ]]
},
"waitAfterCompletion" : "0"
},
"2-perform-StripeDisk2" : {
"command" : { "Fn::Join" : [ "", [ "C:\\cfn\\scripts\\StripeDisk2.bat" ]]
},
"waitAfterCompletion" : "0"
}
}
},
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IP Addressing on the WSFC Nodes
In order to support Windows Server Failover Clustering and AlwaysOn Availability Group listeners, each
node hosting the SQL Server instances participating in the cluster will need to have three (3) IP
addresses assigned.


One IP address will be used as the primary IP address for the instance



A second IP address will act as the WSFC IP resource



A third address will be used to host the AlwaysOn Availability Group listener

When launching the CloudFormation template, you will be given the opportunity to specify these
addresses for each node. By default, the 10.16.3.0/24 and 10.16.4.0/24 CIDR blocks are used for the
database server tier.

Windows Server Failover Clustering
Once our Windows Server 2012 R2 instances have been deployed and domain joined, we are ready to
build the cluster. The CloudFormation templates carry out this task when deploying the second node.
Assuming the default template parameters are used, the following PowerShell commands are executed
to complete this task:
Install-WindowsFeature failover-clustering –IncludeManagementTools
New-Cluster –Name WSFCluster1 –Node WSFCNODE1, WSFCNODE2 –StaticAddress 10.16.3.101, 10.16.4.101

Which is CloudFormation is presented like this:
"c:\\cfn\\scripts\\InstallWsfc.ps1" : {
"content" : {
"Fn::Join" : [
"",
[
"New-Cluster -Name WSFCluster1 -Node ",
{
"Ref" : "WSFCNode1NetBIOSName"
},
",",
{
"Ref" : "WSFCNode2NetBIOSName"
},
" -StaticAddress ",
{
"Ref" : "WSFCNode1PrivateIp2"
},
",",
{
"Ref" : "WSFCNode2PrivateIp2"
},
"\n"
]
]
}
},
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The first command runs on each instance during the bootstrapping process. It installs the required
components and management tools for the Failover Clustering services. The second command runs
near the end of the bootstrapping process on the second node and is responsible for creating the cluster
and for defining the server nodes and IP addresses.
Since there will be an even number of servers configured in the cluster, we need a third resource to
maintain a majority vote to keep the cluster online in the event of an individual server failure. For this, a
file share witness resource will be utilized, which requires us to modify the cluster settings to Node and
File Share Majority. The first step in making this configuration change is to create the share. The
CloudFormation template uses the Domain Controller in the first Availability Zone (AZ1) to host this
share. This is done to minimize the number of instances required to get our XenApp or XenDesktop
deployment up and running. However, for production environments, any domain joined server can be
used for this task.
The CloudFormation template will create a folder called C:\witness on the first DC, using the sharename
witness. The result, assuming you have chosen the default parameters, will give you a file share defines
as \\DC1\WITNESS. The Active Directory computer account that will be created when forming the cluster
(WSFCNODE1) will be given NTFS permissions to access the share. After that, the cluster will be
updated to use the share as the file share witness resourceSet-ClusterQuorum –NodeAndFileShareMajority \\DC1\WITNESS

With SQL Server installed and both nodes operating in a Windows Server Failover Cluster, we can now
move on to the next step of enabling SQL AlwaysOn.

AlwaysOn Configuration
After SQL Server Enterprise Edition has been installed, and the Windows Server Failover Cluster is built,
the next step is to enable SQL AlwaysOn. The CloudFormation template as provided for this guide will
enable SQL Server AlwaysOn for us. This is one of the last steps taken by the automated solution, and it
is done with a simple PowerShell command.
Enable-SqlAlwaysOn –ServerInstance WSFCNODE1

This command should be run on each node, and the proper server name needs to be provided as a
parameter value for the ServerInstance parameter. The CloudFormation template will run this command
for each node.
As we move on to creating an Availability Group, we will create a network share used to perform an
initial data synchronization of our still empty XenDesktop databases. A full backup of these databases
will be taken and placed in the share. The secondary node will connect to the share and restore the
database backups before joining it to the Availability Group.
The CloudFormation templates will create a folder called C:\replica on the first DC, using the share name
replica. The result, assuming we have used the default parameters, will give us a file share defined as
\\DC1\REPLICA. The sqlsa Active Directory user account will be given NTFS permissions to this share,
as this is the account under which the SQL Services run. Again, for production environments, you may
want to use a dedicated file server to host this share rather than a Domain Controller.
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Automation: Implement Microsoft WSFC and SQL Server Enterprise
This automated template deploys SQL Server 2012 or 2014 configured in a Windows Server Failover
Cluster in multiple Availability Zones into an Amazon VPC. It is called from the XenDesktop 7.6 on AWS
Master CloudFormation template or can be launched standalone into an existing Amazon VPC.
The WSFC and SQL Server stack template takes approximately two (2) hours to create.
Note: The cost for running the WSFC and SQL Server CloudFormation template with default settings is
approximately $5.50 an hour, so we can complete the initial deployment for about $25.00. See the
pricing pages of the AWS services in use for full details.

Template Customization
The sample WSFC and SQL Server stack template allows for customization of several defined
parameters at template launch. You can modify those parameters, change the default values, or
create an entirely new set of parameters based on your specific deployment scenario. The WSFC
and SQL Server parameters include the following default values.
Table 3 XenApp/XenDesktop on AWS RA WSFC SQL Cluster Parameters

Parameter

Default

Description

KeyPairName

<User Provides>

Public/private key pairs allow you to connect securely to
your instance after it launches.

WSFCNode1InstanceType

r3.xlarge

Amazon EC2 instance type for the 1st WSFC Node located
in AZ1

WSFCNode2InstanceType

r3.xlarge

Amazon EC2 instance type for the 2nd WSFC Node
located in AZ2

DomainDNSName

xencloud.net

Fully qualified domain name (FQDN) of the forest root
domain; e.g., xencloud.net.

DomainNetBIOSName

xencloud

NetBIOS name of the domain (up to 15 characters) for
users of earlier versions of Windows; e.g., XENCLOUD.

WSFCNode1NetBIOSName

WSFCNODE1

NetBIOS name of the 1st WSFC Node (up to 15
characters) located in AZ1

WSFCNode2NetBIOSName

WSFCNODE2

NetBIOS name of the 2nd WSFC Node (up to 15
characters) located in AZ2

ADServerNetBIOSName1

DC1

NetBIOS name of the existing Domain Controller located
in AZ1

ADServerNetBIOSName2

DC2

NetBIOS name of the existing Domain Controller located
in AZ2

DomainAdminUser

XenAdmin

User name for the account that is added as domain
administrator. This is separate from the default
"administrator" account.

DomainAdminPassword

<User Provides>

Password for the domain admin user. Must be at least 8
characters containing letters, numbers and symbols.

SQLServiceAccount

sqlsa

User name for the SQL Server Service account. This
account is a Domain User.

SQLServiceAccountPassword

<User Provides>

Password for the SQL Server Service account. Must be at
least 8 characters containing letters, numbers and
symbols

DomainMemberSGID

<User Provides>

ID of the Domain Member Security Group

VPC

<User Provides>

ID of the VPC
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InfraSubnet1Id

<User Provides>

ID of the subnet you want to provision the first WSFC
node into (e.g., subnet-a0246dcd)

InfraSubnet2Id

<User Provides>

ID of the subnet you want to provision the second WSFC
node into (e.g., subnet-e3246d8e)

SQLServerVersion

2014 or 2012

Version of SQL Server to install on WSFC Nodes. Options
include either 2014 or 2012

Infra1CIDR

10.16.3.0/24

CIDR Block for Infrastructure Subnet 1 located in AZ1

Infra2CIDR

10.16.4.0/24

CIDR Block for Infrastructure Subnet 2 located in AZ2

DiskStripeVolumeSize

20

Size in GB of the 6 individual stripes for the SQL Server
Striped Volumes

DiskProvisionedIOPS

100

PIOPS of the provisioned disks. This templates provisions
a total of 8 disks per WSFC Node

ADServer1PrivateIp

10.16.3.5

Fixed private IP for the first Active Directory server
located in AZ1

ADServer2PrivateIp

10.16.4.5

Fixed private IP for the second Active Directory server
located in AZ2

WSFCNode1PrivateIp

10.16.3.100

Primary private IP for the 1st WSFC Node located in AZ1

WSFCNode1PrivateIp2

10.16.3.101

Secondary private IP for the 1st WSFC Node located in
AZ1

WSFCNode1PrivateIp3

10.16.3.102

Third private IP for Availability Group Listener on the 1st
WSFC Node located in AZ1

WSFCNode2PrivateIp

10.16.4.100

Primary private IP for the 2nd WSFC Node located in AZ2

WSFCNode2PrivateIp2

10.16.4.101

Secondary private IP for the 2nd WSFC Node located in
AZ2

WSFCNode2PrivateIp3

10.16.4.102

Third private IP for Availability Group Listener on the 2nd
WSFC Node located in AZ2
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Configuring XenApp and XenDesktop for High Availability
See the Citrix eDocs site for additional details around setting up High Availability for XenApp and
XenDesktop.

Figure 12 Configuring SQL Server for High Availability
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At the end of this step, you will have the following resources of our architecture launched:

Figure 13 Architecture implemented at the completion of STEP-3
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Step 4: Launch the Delivery Controllers into the control
layer
XenApp or XenDesktop 7 is not pre-installed in any publicly available AMI. We will automate the
construction of the XenApp or XenDesktop farm in AWS using a CloudFormation template with the help
of PowerShell scripts.

AWS CloudFormation Template with PowerShell
This approach deploys a XenApp or XenDesktop farm with two Delivery Controllers, one per each
Availability Zone.
You might want to open up the sample XD76_VPC_DDC AWS CloudFormation template file and follow
along. This template creates two Windows Server Instances in our two Availability Zones (AZ1 and AZ2),
deploys required windows roles and features, deploys XenApp or XenDesktop and creates the XenApp
or XenDesktop farm.
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Template Customization
The sample XenApp/XenDesktop Delivery Controller on AWS (XD76_VPC_DDC.json) template
allows for customization of several defined parameters at template launch. You can modify those
parameters, change the default values, or create an entirely new set of parameters based on your
specific deployment scenario. The XenApp/XenDesktop on AWS DDC parameters include the
following default values.
Table 4: DDC on AWS Parameters

Parameter

Default

Description

KeyPairName

<User Provides>

Public/private key pairs allow you to connect securely to
your instance after it launches.

DDCInstanceType

m3.large

Amazon EC2 instance type for the Delivery Controller
Instances

DomainDNSName

xencloud.net

Fully qualified domain name (FQDN) of the forest root
domain; e.g., xencloud.net.

DomainNetBIOSName

xencloud

NetBIOS name of the domain (up to 15 characters) for
users of earlier versions of Windows; e.g., XENCLOUD.

DDCServerNetBIOSName1

XD7DDC01

NetBIOS name of the 1st Delivery Controller (up to 15
characters) located in AZ1

DDCServerNetBIOSName2

XD7DDC02

NetBIOS name of the 2nd Delivery Controller (up to 15
characters) located in AZ2

ADServerNetBIOSName1

DC1

NetBIOS name of the existing Domain Controller in AZ1

ADServerNetBIOSName2

DC2

NetBIOS name of the existing Domain Controller in AZ2

WSFCNode1NetBIOSName

WSFCNode1

NetBIOS name of the 1st WSFCNode located in AZ1

WSFCNode2NetBIOSName

WSFCNode2

NetBIOS name of the 2nd WSFCNode located in AZ2

DomainAdminUser

XenAdmin

User name for the account that is added as domain
administrator. This is separate from the default
"administrator" account.

DomainAdminPassword

<User Provided>

Password for the domain admin user. Must be at least 8
characters containing letters, numbers, and symbols.

DomainMemberSGID

<User Provides>

ID of the Domain Member Security Group

DDCSGID

<User Provides>

ID of the XenDesktop Delivery Controller Security Group
(e.g., sg-7f16e910)

VPC

<User Provides>

ID of the VPC

ADServer1PrivateIp

10.16.3.5

Fixed private IP for the first Active Directory server
located in AZ1

ADServer2PrivateIp

10.16.4.5

Fixed private IP for the second Active Directory server
located in AZ2

InfraSubnet1Id

<User Provides>

ID of the subnet you want to provision the 1st Delivery
Contoller into (e.g., subnet-a0246dcd) located in AZ1

InfraSubnet2Id

<User Provides>

ID of the subnet you want to provision the 2nd Delivery
Contoller into (e.g., subnet-a0246dcd) located in AZ2

XDVersion

XD76

Version of XenDesktop 7.x to install. Options include
either "XD75" or "XD76"
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We will be using the same approach as in our other templates to construct instances, and based
on the XenApp or XenDesktop version required, we will download the related ISO. To install Citrix
XenApp or XenDesktop on AWS, you can download the trial software from the Citrix downloads
site (http://download.citrix.com/downloads.html?posit=glnav ). If you choose to deploy this solution
using the provided CloudFormation templates, a script will automatically download and install the
trial software for you.
You will find the installation software in a share on the Domain Controller in the first Availability
Zone, which by default will be \\DC1\XDINSTALL\. If you need to re-run the Delivery Controller
installation, there will be a batch file on the desktop of each node called InstallXDDDC.bat that will
launch the installer from the share. If you do re-run the installation, make sure you right-click the
batch file and select Run as Administrator to start the installation.
The following section of the CloudFormation script deals with the mounting of the XenApp or
XenDesktop media and installation of the 1st Delivery Controller.
"C:\\Users\\Default\\Desktop\\InstallXDDDC.bat" : {
"content" : {
"Fn::Join" : [
"",
[
"powershell.exe -command Install-WindowsFeature NET-Framework-Core",
"\n",
"powershell.exe -command \"dir \\\\",
{
"Ref" : "ADServerNetBIOSName1"
},
"\\XDinstall\\*.iso | Mount-DiskImage\"",
"\n",
"\"",
"D:\\X64\\XenDesktop Setup\\XENDESKTOPSERVERSETUP.EXE",
"\" ",
"/COMPONENTS ",
"CONTROLLER,DESKTOPSTUDIO,DESKTOPDIRECTOR,LICENSESERVER,STOREFRONT ",
"/PASSIVE ",
"/NOREBOOT ",
"/CONFIGURE_FIREWALL ",
"/NOSQL",
"\n",

The configuration of the 1st Delivery Controller is controlled by the following section. A PowerShell
script named configureXD.ps1 is called with a set of parameters. DomainNetBIOSName,
DomainAdminUser and DomainAdminPassword are used to provide our PowerShell script with
the desired authentication. DDCServerNetBIOSName1 for the name of the 1st Delivery Controller
and WSFCNode1NetBIOSName for the name of the SQL Server which will host our farm
databases.
"powershell.exe ",
"-ExecutionPolicy",
" RemoteSigned",
" C:\\cfn\\scripts\\configureXD.ps1 -DomainNetBIOSName ",
{
"Ref" : "DomainNetBIOSName"
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},
" -DomainAdminUser ",
{
"Ref" : "DomainAdminUser"
},
" -DomainAdminPassword ",
{
"Ref" : "DomainAdminPassword"
},
" -DDCServerNetBIOSName1 ",
{
"Ref" : "DDCServerNetBIOSName1"
},
" -WSFCNode1NetBIOSName ",
{
"Ref" : "WSFCNode1NetBIOSName"
}
]
]
}
}

See below for the content of the configXD.ps1 script that is being executed to create and configure
our databases, delivery controller and license server. This scripts explicitly sets the
PowerShellModules path to ensure that the newly installed Citrix XenApp / XenDesktop
PowerShell modules can be found. Any errors or other information are logged in the log file
“initialize-site.log” in the directory c:\cfn\log\Citrix.
param(
[string]$DomainNetBIOSName,
[string]$DomainAdminUser,
[string]$DomainAdminPassword,
[string]$DDCServerNetBIOSName1,
[string]$WSFCNode1NetBIOSName
)
# ------------------------------------------# Site Configuration
# ------------------------------------------$DatabaseServer = $WSFCNode1NetBIOSName
$DatabaseName_Site = "XD7-DB_Site"
$DatabaseName_Logging = "XD7-DB_Logging"
$DatabaseName_Monitor = "XD7-DB_Monitor"
$XD7Site = "XD7-on-AWS-FARM"
$Pass = ConvertTo-SecureString $DomainAdminPassword -AsPlainText -Force
$User = $DomainNetBIOSName + "\" + $DomainAdminUser
$Database_CredObject = New-Object System.Management.Automation.PSCredential -ArgumentList ($User, $Pass)
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# ------------------------------------------# License Configuration
# ------------------------------------------$LicenseServer = $DDCServerNetBIOSName1
$LicenseServer_Port = "27000"
$LicenseServer_LicensingModel = "UserDevice"
$LicenseServer_ProductCode = "XDT"
$LicenseServer_ProductEdition = "PLT"
$LicenseServer_ProductVersion = "7.0"
$LicenseServer_AddressType = "WSL"
# ------------------------------------------# Set Powershell Compatibility Mode / Logging / Path / Modules etc
# ------------------------------------------Set-StrictMode -Version 2.0
$ErrorActionPreference = 'Stop'
$logpath = "C:\cfn\log\citrix"
mkdir $logpath –force
$logfile = join-path $logpath "initialize-site.log"
start-transcript -path $logfile –noclobber
$env:PSModulePath = $env:PSModulePath + ";C:\Program
Files\Citrix\XenDesktopPoshSdk\Module\Citrix.XenDesktop.Admin.V1\"
import-module -name Citrix.Xendesktop.Admin –Verbose
import-module .\Citrix.Configuration.PowerShellSnapIn.dll –verbose
import-module .\Citrix.LicensingAdmin.PowershellSnapIn.dll -verbose
Add-PSSnapin Citrix.*
# ------------------------------------------# Create XenApp / XenDesktop Databases etc
# ------------------------------------------New-XDDatabase -AdminAddress $env:COMPUTERNAME -SiteName $XD7Site -DataStore Site -DatabaseServer
$DatabaseServer -DatabaseName $DatabaseName_Site -DatabaseCredentials $Database_CredObject
New-XDDatabase -AdminAddress $env:COMPUTERNAME -SiteName $XD7Site -DataStore Logging -DatabaseServer
$DatabaseServer -DatabaseName $DatabaseName_Logging -DatabaseCredentials $Database_CredObject
New-XDDatabase -AdminAddress $env:COMPUTERNAME -SiteName $XD7Site -DataStore Monitor -DatabaseServer
$DatabaseServer -DatabaseName $DatabaseName_Monitor -DatabaseCredentials $Database_CredObject
# ------------------------------------------# Create XenApp / XenDesktop Farm/Site etc
# ------------------------------------------New-XDSite -AdminAddress $env:COMPUTERNAME -SiteName $XD7Site -DatabaseServer $DatabaseServer LoggingDatabaseName $DatabaseName_Logging -MonitorDatabaseName $DatabaseName_Monitor -SiteDatabaseName
$DatabaseName_Site
# ------------------------------------------# Configure XenApp / XenDesktop Licensing etc
# ------------------------------------------Set-ConfigSite -AdminAddress $env:COMPUTERNAME `
-LicenseServerName $LicenseServer `
-LicenseServerPort $LicenseServer_Port `
-LicensingModel $LicenseServer_LicensingModel `
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-ProductCode $LicenseServer_ProductCode `
-ProductEdition $LicenseServer_ProductEdition `
-ProductVersion $LicenseServer_ProductVersion `
$LicenseServer_AdminAddress = Get-LicLocation -AddressType $LicenseServer_AddressType `
-LicenseServerAddress $LicenseServer
-LicenseServerPort $LicenseServer_Port
$LicenseServer_CertificateHash = $(Get-LicCertificate -AdminAddress $LicenseServer_AdminAddress).CertHash
Set-ConfigSiteMetadata -AdminAddress $env:COMPUTERNAME -Name "CertificateHash" -Value
$LicenseServer_CertificateHash

The configuration of the 2nd Delivery Controller is controlled by the following section. A PowerShell
script named configureXD.ps1 is called with a set of parameters. DomainNetBIOSName,
DomainAdminUser and DomainAdminPassword are used to provide our PowerShell script with
the desired authentication. DDCServerNetBIOSName1 for the name of the 1st Delivery Controller.
As we will add this Delivery Controller to the already existing Site, we only need to know the name
of an existing Delivery Controller.
"powershell.exe ",
"-ExecutionPolicy",
" RemoteSigned",
" C:\\cfn\\scripts\\configureXD.ps1 -DomainNetBIOSName ",
{
"Ref" : "DomainNetBIOSName"
},
" -DomainAdminUser ",
{
"Ref" : "DomainAdminUser"
},
" -DomainAdminPassword ",
{
"Ref" : "DomainAdminPassword"
},
" -DDCServerNetBIOSName1 ",
{
"Ref" : "DDCServerNetBIOSName1"
}
]
]
}
}

See below for the content of the configXD.ps1 script that is being executed to add a delivery
controller to our previously configured site. This scripts explicitly sets the PowerShellModules path
to ensure that the newly installed Citrix XenApp / XenDesktop PowerShell modules can be found.
Any errors or other information are logged in the log file “add-xdcontroller.log” in the directory
c:\cfn\log\Citrix.
param(
[string]$DomainNetBIOSName,
[string]$DomainAdminUser,
[string]$DomainAdminPassword,
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[string]$DDCServerNetBIOSName1

)

$Pass = ConvertTo-SecureString $DomainAdminPassword -AsPlainText -Force
$User = $DomainNetBIOSName + "\" + $DomainAdminUser
$Database_CredObject = New-Object System.Management.Automation.PSCredential -ArgumentList ($User, $Pass)
# ------------------------------------------# Set Powershell Compatibility Mode / Logging / Path / Modules etc
# ------------------------------------------Set-StrictMode -Version 2.0
$ErrorActionPreference = 'Stop'
$logpath = "C:\cfn\log\citrix"
mkdir $logpath -force
$logfile = join-path $logpath "add-xdcontroller.log"
start-transcript -path $logfile -noclobber
$env:PSModulePath = $env:PSModulePath + ";C:\Program
Files\Citrix\XenDesktopPoshSdk\Module\Citrix.XenDesktop.Admin.V1\"
import-module -name Citrix.Xendesktop.Admin -Verbose
Add-PSSnapin Citrix.*
# ------------------------------------------# Add Delivery Controller to Farm/Site etc
# ------------------------------------------Add-XDController -SiteControllerAddress $DDCServerNetBIOSName1 -DatabaseCredentials $Database_CredObject
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Licensing Configuration
Once the farm creation is complete, your farm will be operating in trail mode for 30 days. To add a
permanent license complete the following steps.
1. Connect to the Delivery Controller in AZ1 (XD7DDC01, in our example) via an RDP client
as the Domain Administrator. Start Citrix Studio.
2. In the GUI, expand the Licensing Node on the right side.

3. Select Add Licenses from the left column under Actions.
4. Upload your license file for hostname XD7DDC01 to the license server and verify that it
can see the licenses.
5. Done
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At the end of this step, you will have the following resources of our architecture launched:
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Step 5: Launch the StoreFront Layer


Installing StoreFront servers (one per Availability Zone) to enable load-balanced on-demand
self-service to enterprise applications delivered via XenApp.



Deploying NetScaler Gateway in front of the StoreFront servers.

We have made it all the way to one the final steps, deploying and provisioning our StoreFront servers
and providing—using GSLB—the only ingress into our VPC from the Internet (besides ingress on RDP
port 3389 using the Bastion Host for administrative purposes).
By now, we have executed every module we have scripted for this deployment several times so at this
stage you will be familiar with the accompanying script. We are using the same windows AMI we have
created for the AD and DDC server instances; we provision a volume, join the domain, and execute the
installation Windows PowerShell script. In the sample script, we deploy two StoreFront servers spread
over the two Availability Zones so we can demonstrate the effectiveness of the NetScaler Load
balancing.

Automation: Implement StoreFront
This automated template deploys StoreFront in multiple Availability Zones into an Amazon VPC. It is
called from the XenDesktop 7.6 on AWS Master CloudFormation template or can be launched
standalone into an existing Amazon VPC.

Template Customization
The sample StoreFront stack template allows for customization of several defined parameters at
template launch. You can modify those parameters, change the default values, or create an
entirely new set of parameters based on your specific deployment scenario. The StoreFront
parameters include the following default values.
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Table 5 StoreFront on AWS RA Parameters

Parameter

Default

Description

KeyPairName

<User Provides>

Public/private key pairs allow you to connect securely to
your instance after it launches.

SFInstanceType

m3.xlarge

Amazon EC2 instance type for the XenDesktop 7.6
StoreFront Instances

DomainDNSName

xencloud.net

Fully qualified domain name (FQDN) of the forest root
domain; e.g., xencloud.net.

DomainNetBIOSName

xencloud

NetBIOS name of the domain (up to 15 characters) for
users of earlier versions of Windows; e.g., CORP.

SF1ServerNetBIOSName

StoreFront1

NetBIOS name of the 1st XenDesktop StoreFront Server
(upto 15 characters)

SF2ServerNetBIOSName

StoreFront2

NetBIOS name of the 2nd XenDesktop StoreFront Server
(upto 15 characters)

ADServerNetBIOSName1

DC1

NetBIOS name of the existing Domain Controller located
in AZ1

ADServerNetBIOSName2

DC2

NetBIOS name of the existing Domain Controller located
in AZ2

DomainAdminUser

XenAdmin

User name for the account that is added as domain
administrator. This is separate from the default
"administrator" account.

DomainAdminPassword

<User Provides>

Password for the domain admin user. Must be at least 8
characters containing letters, numbers and symbols.

DomainMemberSGID

<User Provides>

ID of the Domain Member Security Group

VPC

<User Provides>

ID of the VPC

WebSubnet1Id

<User Provides>

ID of the subnet you want to provision the first WSFC
node into (e.g., subnet-a0246dcd)

WebSubnet2Id

<User Provides>

ID of the subnet you want to provision the second WSFC
node into (e.g., subnet-e3246d8e)

Web1CIDR

10.16.3.0/24

CIDR Block for Infrastructure Subnet 1 located in AZ1

Web2CIDR

10.16.4.0/24

CIDR Block for Infrastructure Subnet 2 located in AZ2

ADServer1PrivateIp

10.16.3.5

Fixed private IP for the first Active Directory server
located in AZ1

ADServer2PrivateIp

10.16.4.5

Fixed private IP for the second Active Directory server
located in AZ2

SFSGID

<User Provides>

ID of the XenDesktop StoreFront Security Group (e.g., sg7f16e910)
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Configuring StoreFront server instances using the StoreFront configuration
Wizard
StoreFront Configuration
We will need to switch IIS to HTTPS before starting our StoreFront configuration on the StoreFront
instances.
Go to IIS -> server certificates on each of these instances (if you followed the sample template,
they are named storefront1.xencloud.net and storefront2.xencloud.net.
For this example we will be using a domain certificate from the domain CA.
Import or create a web certificate for the URL that the clients will be using to access the
environment. This certificate can be for the machine name. The URL that users will enter to
access the environment will point to the load balancing server, so that the server requires a
matching certificate.

Edit the site binding and add an HTTPS binding using the certificate just added to IIS.
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Remove the HTTP binding.

Launch StoreFront MMC.
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Select Create New Deployment.
The Create New Deployment wizard will launch with HTTPS and the common name of the
certificate as the base URL. This is the URL that users will enter to access the environment, and
will eventually resolve to the NetScaler Gateway IP address.

Name the store and click Next.
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Enter the delivery controllers. In this case, we want to load balance the delivery controllers with
NetScaler, so each delivery controller entered here will be the load balancing vServer VIP, not the
actual DDCs. Even if you have not configured load balancing yet, as we don’t, put in the IP
addresses of whatever the load balancing VIP will be when it is set up on each of the NetScaler
HA pairs. (This IP address has be to match the CIDR of the Infrastructure Subnet located in
Availability Zone 1. We will repeat this process on the NetScalers located in Availability Zone 2,
using IP addresses matching the Infrastructure Subnet located in Availability Zone 2. In our
example 10.16.3.8 for the DDC vServer in AZ1 and 10.16.4.8 for the DDC vServer in AZ2)
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Access to the store typically does not need to be on SSL because it is completely internal traffic;
however, SSL can be used, provided the DDCs and the load balancing vServer have certificates.
As part of all of this deployment will be based on a public cloud, company security guidelines
might require you to use SSL.
On the Remote Access page, select No VPN tunnel to specify the use of NetScaler Gateway in
ICA proxy mode. Click Add.

We will now create two NetScaler Gateways, one for each Availability Zone.
For AZ1 the Subnet IP address will have to be the VIP of NetScaler Gateway ICA Proxy in AZ1.
(In our example 10.16.1.11) and the callback URL must resolve to a NetScaler Gateway VIP on
the same NetScaler appliance that originated the user connection. To guarantee this, the call back
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URL has to be unique for each Gateway appliance. We will create an Availability Zone specific
DNS name on our DNS server, in our example nsgwaz1.xencloud.net, which will point to a
dedicated callback vServer on the NetScaler HA pair in AZ1. Listening on an IP address located in
the Infrastructure 1 subnet. In our example 10.16.3.9. We will create these vServers (the internet
facing ICA proxy, 10.16.1.11, and the intranet facing callback vServer, 10.16.3.9) during our setup
of the NetScaler HA pairs in GSLB configuration. For both NetScaler Gateways the NetScaler
Gateway URL points to the public URL accessed by the users. In our example
https://desktop.awsxencloud.net.
NetScaler Gateway settings for Availability Zone 1:

Add the two DDCs, one for each Availability Zone, as Secure Ticket Authorities (STAs).

Click Create.
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Click Add to create our NetScaler Gateway located in Availability Zone 2.
For AZ2 the Subnet IP address will have to be the VIP of NetScaler Gateway ICA Proxy in AZ2.
(In our example 10.16.2.11) and the callback URL will have to point to the same NetScaler from
which the connection originated. To guarantee this, we’ll create a local DNS name on our DNS
server, in our example nsgwaz2.xencloud.net, which will point to a dedicated callback vServer
on the NetScaler HA pair in AZ1. Listening on an IP address located in the Infrastructure 1 subnet.
In our example 10.16.4.9. We will create these vServers (the internet facing ICA proxy,
10.16.2.11, and the intranet facing callback vServer, 10.164.9) during our setup of the NetScaler
HA pairs in GSLB configuration. For both NetScaler Gateways the NetScaler Gateway URL points
to the public URL accessed by the users. In our example https://desktop.awsxencloud.net.
NetScaler Gateway settings for Availability Zone 2:
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Add the two DDCs, one for each Availability Zone, as Secure Ticket Authorities (STAs).
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Click Create and also this NetScaler Gateway will appear in the list of applications.

Click Create and the store will be configured. The authentication, stores, Receiver for Web and
NetScaler Gateways should all be configured and visible from the StoreFront MMC.

Adding StoreFront servers to the deployment
To add our StoreFront instances to the existing StoreFront deployment, open the StoreFront MMC
on the instance you wish to add (in our case, the StoreFront instance located in AZ2,
storefront2.xencloud.net) and click Join existing server group.
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The wizard will ask for the name and code of an authorizing StoreFront server.

Launch StoreFront MMC on the already existing StoreFront server (in our example on
storefront1.xencloudnet, located in AZ1), and click Add Server.
A code for authorizing a new server will be generated

Enter this code on instance you want to join (storefront2.xencloud.net) to the deployment.

citrix.com

90

The server will join the deployment. Click OK.

Configure NetScaler for our XenApp and XenDesktop deployment
We will now need to configure our two NetScaler HA Pairs, one pair per each Availability Zone as a high
available NetScaler Gateway for user access, as well as high availability for the key XenApp and
XenDesktop infrastructural components such as StoreFront and the Delivery Controllers.
See below for a schematic overview:
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Figure 14: Schematic overview of GSLB deployment of NetScaler

SSL Certificate for NetScaler Gateway
We will start with configuring the NetScaler HA Pair in Availability Zone 1, but obtaining a
certificate for the FQDN used to access our deployment. In the GUI of the primary NetScaler in
Availability Zone 1, click Create RSA Key under Traffic Management > SSL

Fill in the following information:
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Key Filename: “name”.key, anything which will allow you to identify your RSA Key
Key Size (bits): 2048
Public Export Value: F4
Key Format: PEM
PEM Encoding Algorithm: DES3
PEM Passphrase: Your password for this key
Confirm PEM Passphrase: Same as above
Next step is to create a Certificate Signing Request to present to a Certificate Authority:

Fill in the following information:
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Request File Name: A filename which allows you to identify your Certificate Signing Request
(CSR)
Key File Name: Browse to the .key file created in the previous step
PEM Passphrase (for encrypted key): The password specified in the previous step
Country: Your country
State or Province: Your state, region or province
Organization Name: The name of your organization
City: Name of your city
Email Address: A valid email address
Organization Unit: Your Organization Unit
Common Name: The FQDN which is used by users accessing the NetScaler Gateway for the
XenDesktop deployment
Challenge Password: A password
Company Name: Your company name
To download the Certificate Signing Request file click on Manage Certificates/Keys/CSRs:
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Select the Certificate Signing Request file (in this example this is desktop.awsxencloud.net.csr)
and click Download.

Present the content of this Certificate Signing Request to your respective Certificate Authority to
obtain your certificate. For the format of the certificate select Apache or equivalent as the server
type.

Browse to Traffic Management > SSL > Certificates and click on Install.
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Fill in a Certificate-Key Pair Name (anything which allows you to identify the certificate).
Certificate File Name: On the right side of the Certificate File Name click the arrow down button
and select Local to browse to the downloaded certificate file obtained from your Certificate
Authority in the previous step.
Key File Name: Browse to the Key File Name (on the appliance), created in our previous steps,
select PEM as Certificate Format. Fill in the password entered when creating the Certificate
Signing Request and click Install.
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XenApp and XenDesktop Wizard Availability Zone 1
We will now proceed to configure our XenApp or XenDesktop integration on the NetScaler HA Pair
still in Availability Zone 1. In the GUI of the primary NetScaler, use the XenApp and XenDesktop
integration wizard from the navigation tree on the left, by selecting XenApp and XenDesktop.

Click Get Started.

Select StoreFront as your integration point.
For your NetScaler Gateway settings supply the following details:
Enter the following details for the NetScaler Gateway ICA Proxy VIP in AZ1:
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IP Address: 10.16.1.11 (this is the default used in our sample, NSGWAZ1VIP, replace
with the IP address relative for your deployment)



Port: 443



Redirect requests from port 80 to secure port: Enabled



Gateway FQDN: <YourPublicIPFQDN>

Select the certificate relative to this public FQDN or install a new one. (See our previous steps SSL Certificate for NetScaler Gateway, or http://support.citrix.com/article/CTX109260 for detailed
instructions on generating and installing a Public SSL certificate on our NetScaler HA Pair).

Configure the LDAP configuration, fill in the following information:
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IP Address: The IP Addresses of the two Domain Controllers located each in one of the
Availability Zone
Virtual Server: The IP Address of the VIP that will load balance in an Active/Active mode the
LDAP access
Port: 389
Base DN: For example DC=xencloud,DC=net
Service Account: An account with AD read rights
Server Logon Name Attribute: choose sAMAccountName for XenApp/XenDesktop deployments
like ours
Password: The password for the service account
Confirm Password: same as above
Configure the StoreFront configuration, fill in the following information:
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StoreFront FQDN: The FQDN of the StoreFront Virtual Server (in our example
storefront.xencloud.net. Ensure that you create a DNS entry on the AD to point the virtual server,
in this example 10.16.3.7)
Site Path: The site path of the Receiver for Web Store URL. In this example we’re using
/Citrix/DaaSWeb. Verify the StoreFront Configuration for your configuration.
Single Sign-On Domain: Your internal Domain. In our example xencloud.net.
StoreName: Your StoreFront Store name. In this example we’re using DaaSStore. Verify with the
StoreFront MMC on the StoreFront servers for you configuration.
StoreFront Servers: The IP addresses of the StoreFront servers (in our example
storefront1.xencloud.net located in AZ1 and storefront2.xencloud.net located in AZ2)
Secure Ticket Authority: The STA addresses on the Desktop Delivery Controllers. In this
example http://xd7ddc01.xencloud.net and http://xd7ddc02.xencloud.net
Protocol: Protocol used by the StoreFront Servers. In our example SSL.
Port: The port number used by the StoreFront Servers for the above protocol.
Load Balancing: Enable to allow the wizard to create the vServer for storefront.xencloud.net
Virtual Server: IP address for the FQDN storefront.xencloud.net

citrix.com

101

Configure the XenDesktop Farm configuration, fill in the following information:

Fill in the IP addresses of both XenDesktop Delivery Controllers (in our example the IP addresses
respectively, for the FQDNs xd7ddc01.xencloud.net and xd7ddc02.xencloud.net)
Port: Optionally change the port number used by the Desktop Delivery Controller. Note that the
wizard expects a HTTP connection.
Load Balancing: Enable to allow the wizard to create the vServer for our delivery controllers
Virtual Server: IP address for the vServer that will load balance the Desktop Delivery Controllers
To apply Optimize TCP Profile Settings, Optimize SSL Quantum Settings, HTTP Caching and
HTTP Compression for our NetScaler Gateway vServer click Apply.

To apply AppFW policies and profiles, click Apply.
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To apply HDX Insight AppFlow policies, click Apply.
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Click Done.

The wizard will now create the complete configuration for you. When finished presenting you the
below Dashboard.

To change the default theme of the NetScaler to the Green Bubbles theme, browse to NetScaler
Gateway > Global Settings and click Client Experience
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Browse to the bottom and select the UI Theme. Select the Green Bubble theme to have the same
theme as the native Citrix Receiver client UI.
We are now ready to configure the NetScaler HA Pair in Availability Zone 2. Since we want to
setup our NetScaler Gateways in GSLB, both NetScaler Gateways (in AZ1 and AZ2) need to be
able to present a valid certificate matching the original FDQN used by the user. There are multiple
approaches to resolve this:
1. Wildcard certificates – These certificates have domains in the format *.xencloud.net
related to our example deployment, so any domain that matches can be redirected to
without a warning. The advantage of wildcard certificates is that the names used do not
need to be known up front; but wildcard certificates are more expensive
2. Subject Alternative Name certificates – In this case, the certificate would have a primary
name of desktop.awsxencloud.net, but list all the possible names that may be redirected
to, such as az1.desktop.awsxencloud.net, and so on. The drawback to this approach is
that if a new site or name is added, new certificate must be purchased but these
certificates are cheaper than the wildcard certificates.
3. Synchronized certificates – Instead of redirecting desktop.awsxencloud.net to other
names, we will ensure that all participating members to the GSLB respond to the same
name, with the same certificate. In our example desktop.awsxencloud.net. On each
NetScaler HA Pair, we will need to place the certificate and associated key file.

SSL Certificate for NetScaler Gateway
We will now copy the certificate we had installed and configured on the NetScaler HA Pair in
Availability Zone 1 to the NetScaler HA Pair located in Availability Zone 2. For this we need a tool
such as WinSCP (or any other instrument that allows for file copying using the SFTP protocol) to
copy our .KEY file and our certificate from the /nsconfig/ssl directory on the NetScaler HA Pair in
Availability Zone 1 to the /nsconfig/ssl directory NetScaler HA Pair in Availability Zone 2.
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Browse to Traffic Management > SSL > Certificates and click on Install.
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Fill in a Certificate-Key Pair Name (anything which allows you to identify the certified).
Certificate File Name: On the right side of the Certificate File Name click the arrow down button
and select Appliance to browse to the copied certificate file from the NetScaler HA Pair in
Availability Zone 1 in the previous step.
Key File Name: Browse to the Key File Name (on the appliance), copied in our previous steps,
select PEM as Certificate Format. Fill in the password entered when creating the Certificate
Signing Request on the NetScaler HA Pair in AZ1 and click Install.

XenApp and XenDesktop Wizard Availability Zone 2
We will now proceed to configure our XenApp or XenDesktop integration on the NetScaler HA Pair
still in Availability Zone 2. In the GUI of the primary NetScaler, use the XenApp and XenDesktop
integration wizard from the navigation tree on the left, by selecting XenApp and XenDesktop.
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Click Get Started.

Select StoreFront as your integration point.
For your NetScaler Gateway settings supply the following details:
Enter the following details for the NetScaler Gateway ICA Proxy VIP in AZ2:
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Virtual Server Name: NSGW



IP Address: 10.16.2.11 (this is the default used in our sample, NSGWAZ2VIP, replace
with the IP address relative for your deployment)



Port: 443



Redirect requests from port 80 to secure port: Enabled
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Gateway FQDN: <YourPublicIPFQDN>

Select the certificate relative to this public FQDN or install a new one. (See our previous steps SSL Certificate for NetScaler Gateway, or http://support.citrix.com/article/CTX109260 for detailed
instructions on generating and installing a Public SSL certificate on our NetScaler HA Pair).

Configure the LDAP configuration, fill in the following information:

citrix.com

109

IP Address: The IP Addresses of the two Domain Controllers located each in one of the
Availability Zone
Virtual Server: The IP Address of the VIP in AZ2 that will load balance in an Active/Active mode
the LDAP access
Port: 389
Base DN: For example DC=xencloud,DC=net
Service Account: An account with AD read rights
Server Logon Name Attribute: choose sAMAccountName for XenApp/XenDesktop deployments
like ours
Password: The password for the service account
Confirm Password: same as above
Configure the StoreFront configuration, fill in the following information:
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StoreFront FQDN: The FQDN of the StoreFront Virtual Server (in our example
storefront.xencloud.net. Ensure that you create an additional DNS entry on the AD to point the
virtual server, in this example 10.16.4.7. We will later replace this simple DNS load balancing of
resolving the storefront.xencloud.net name to our two services in each AZ with an internal GSLB
one)
Site Path: The site path of the Receiver for Web Store URL. In this example we’re using
/Citrix/DaaSWeb. Verify the StoreFront Configuration for your configuration.
Single Sign-On Domain: Your internal Domain. In our example xencloud.net.
StoreName: Your StoreFront Store name. In this example we’re using DaaSStore. Verify with the
StoreFront MMC on the StoreFront servers for you configuration.
StoreFront Servers: The IP addresses of the StoreFront servers (in our example
storefront2.xencloud.net located in AZ2 and storefront1.xencloud.net located in AZ1)
Secure Ticket Authority: The STA addresses on the Desktop Delivery Controllers. In this
example http://xd7ddc02.xencloud.net and http://xd7ddc01.xencloud.net
Protocol: Protocol used by the StoreFront Servers. In our example SSL.
Port: The port number used by the StoreFront Servers for the above protocol.
Load Balancing: Enable to allow the wizard to create the vServer for storefront.xencloud.net
Virtual Server: IP address for the FQDN storefront.xencloud.net for AZ2 (10.16.4.7 in our
example)
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Configure the XenDesktop Farm configuration, fill in the following information:

Fill in the IP addresses of both XenDesktop Delivery Controllers (in our example the IP addresses
for the FQDNs xd7ddc02.xencloud.net and xd7ddc01.xencloud.net)
Port: Optionally change the port number used by the Desktop Delivery Controller. Note that the
wizard expects a HTTP connection.
Load Balancing: Enable to allow the wizard to create the vServer for our delivery controllers
Virtual Server: IP address for the vServer that will load balance the Desktop Delivery Controllers
To apply Optimize TCP Profile Settings, Optimize SSL Quantum Settings, HTTP Caching and
HTTP Compression for our NetScaler Gateway vServer click Apply.

To apply AppFW policies and profiles, click Apply.
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To apply HDX Insight AppFlow policies, click Apply.

Click Done.
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The wizard will now create the complete configuration for you. When finished you will be
presented with the below Dashboard.

To change the default theme of the NetScaler to the Green Bubbles theme, browse to NetScaler
Gateway > Global Settings and click Client Experience
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Browse to the bottom and select the UI Theme. Select the Green Bubble theme to have the same
theme as the native Citrix Receiver client UI.

Configuration of NetScaler Gateway StoreFront Fall-back Servers
As we will have multiple NetScaler Gateways (one for each Availability Zone) connecting to
StoreFront, and each of the NetScaler Gateways is using the same DNS name (GSLB), we will
need a mechanism other than DNS to distinguish one NetScaler Gateway from the other so the
callback goes to the correct NetScaler Gateway. For this, we will create an additional VIP on each
NetScaler HA Pair. One per Availability Zone. With an Availability Zone specific DNS name. In our
example nsgwaz1.xencloud.net and nsgwaz2.xencloud.net.
The Availability Zone specific DNS name must have a matching certificate. Below are some
options that could be used to handle this requirement:


Use a wildcard certificate on the main NetScaler Gateway vServer used for ICA proxy (in
our example *.awsxencloud.net) and assign that certificate to both the main NetScaler
Gateway vServer and the Availability Zone specific name



Use a certificate with Subject Alternative Names for both the main NetScaler Gateway
vServer and the Availability Zone specific name.



Create an additional NetScaler Gateway vServer dedicated to callback with a matching
certificate assigned.

We will take the third option and create a dedicated callback NetScaler Gateway vServer on each
NetScaler HA Pair. As this is internal only communication we will use a certificate from an internal
Certificate Authority installed in our deployment. (See the following Step-by-Step Guide
https://technet.microsoft.com/en-us/library/cc772393%28v=ws.10%29.aspx for setting up an
Active Directory Certificate Authority)
In the GUI of the primary NetScaler in Availability Zone 1, use the NetScaler Gateway wizard from
NetScaler Gateway option on the navigation tree on the left.
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The wizard will open a new window where we can create our additional NetScaler Gateway.
Select Create New NetScaler Gateway from the top right of your screen.

Fill in the following information to configure our NetScaler Gateway callback vServer in AZ1:
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NetScaler Gateway Address: IP address to NetScaler Gateway callback server vServer. (In our
example 10.16.3.9)
Port: 443
Virtual Server Name: Name to identify the callback virtual server
Click Continue
Select the certificate created on your internal Certificate Authority that matches the FQDN for our
NetScaler Gateway callback vServer. In our example nsgwaz1.xencloud.net.

Our last step is to bind an authentication policy to the vServer. Although our vServer will not be
used for LDAP authentication we will need to provide one to complete the wizard.
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We will select the existing LDAP policy created earlier for the main NetScaler Gateway vServer.
For Availability Zone 1 this would be the vServer 10.16.3.6.

Click Done.
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You will be presented with the NetScaler Gateway dashboard showing both (main NetScaler
Gateway and callback NetScaler Gateway) virtual servers.
Now let’s repeat the same steps on the other NetScaler HA Pair in Availability Zone 2:
Fill in the following information to configure our NetScaler Gateway callback vServer in AZ2:

NetScaler Gateway Address: IP address to NetScaler Gateway callback server vServer in
Availability Zone 2. (In our example 10.16.4.9)
Port: 443
Virtual Server Name: Name to identify the callback virtual server
Click Continue
Select the certificate created on your internal Certificate Authority that matches the FQDN for our
NetScaler Gateway callback vServer. In our example nsgwaz2.xencloud.net.
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Our last step is to bind an authentication policy to the vServer. Although our vServer will not be
used for LDAP authentication we will need to provide one to complete the wizard.

We will select the existing LDAP policy created earlier for the main NetScaler Gateway vServer.
For Availability Zone 2 this would be the vServer 10.16.4.6.
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Click Done.

You will be presented with the NetScaler Gateway dashboard showing both (main NetScaler
Gateway and callback NetScaler Gateway) virtual servers.
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Configure GSLB for our XenApp or XenDesktop deployment
As our deployed XenApp or XenDesktop infrastructure on AWS allows for an active/active datacenter
environment, we will configure an active/active Global Server Load Balancing (GSLB) environment for
our deployment. Given the below 1ms latency between two Availability Zones in AWS, we will use GSLB
to load balance between the two Availability Zones, in an active fashion, without having to worry about
proximity of users or replication of data. In case of a failure in one of the Availability Zones, GSLB will
automatically direct all traffic to the remaining Availability Zone. See the Citrix NetScaler Global Server
Load Balancing Primer (https://support.citrix.com/servlet/KbServlet/download/22506-102-671576/gslbprimer_FINAL_1019.pdf) for an in-depth theory and implementation of Citrix NetScaler GSLB.

GSLB Planning

We will enable GSLB both externally and internally. Some IP Addresses are needed on each of
our NetScaler HA pairs:


A SNIP that will listen for ADNS queries. For external use, such as for our
desktop.awsxencloud.net NetScaler Gateway vServer, we will use the SNIP configured on
the NetScaler on the public ENI. And open UDP 53 in the security group of AWS EC2 so
Internet-based DNS servers can access it.



A SNIP that will be used for NetScaler-to-NetScaler communication. This protocol is called
MEP or Metric Exchange Protocol. We will use the same public ENI SNIP for this purpose.
Which in our example are respectively 10.16.1.10 and 10.16.2.20.



As we will have our NetScaler-to-NetScaler communication flowing through the public
ENIs, ensure that the security group(s) assigned to these ENIs have the ports TCP 3009
and TCP 22 open. These ports are encrypted. The provided CloudFormation templates do
this for us.



The purpose of GSLB is to resolve a DNS name to one of several potential IP addresses.
In our deployment two. One IP address for each NetScaler Gateway VIP in each
Availability Zone.

Configuration of Authoritative DNS (ADNS)
Now we have identified the SNIP that we will use for MEP and ADNS we can start the
configuration. We will first proceed to configure ADNS on the NetScaler HA Pair in Availability
Zone 1. In the GUI of the primary NetScaler, expand Load Balancing and click Services. On the
right click Add
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Fill in the following information relative to the ADNS service for Availability Zone 1:

Service Name: Name the service ADNS or similar
IP Address: Here we need to enter an appliance SNIP, as explained above this SNIP needs to be
the SNIP for the public ENI of the NetScaler HA pair in Availability Zone 1. In our example, this is
10.16.1.10.
Protocol: Select ADNS
Click OK
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From the GUI, expand System > Network and then click IPs. On the right, you will now see the
SNIP marked as the ADNS svc IP
We will repeat this for the NetScaler HA Pair in Availability Zone 2.The only difference being the
SNIP. Which in in this example is 10.16.2.10,

Click Ok to create the ADNS service.
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Metric Exchange Protocol (MEP)
Ensure that the EC2 Security Group used for the public ENI includes the firewall rules for MEP.

Ensure that GSLB is enabled as a feature on your NetScaler HA Pair, before continuing to create
the GSLB sites that will communicate via MEP.
In the GUI of the primary NetScaler of the NetScaler HA Pair in Availability Zone 1, Expand GSLB
and click Sites. On the right, click Add to create the two sites referring to one AWS EC2
Availability Zone each. We will add the local site first.
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Site Type: Select Local
Site IP Address: The appliance SNIP, in our example 10.16.1.10
Public IP Address: Use the same SNIP, 10.16.1.10
Click Create

Go to System > Network > IPs and verify that the public ENI SNIP is effectively marked as a
GSLB site IP.

citrix.com

126

Repeat these same steps on the primary NetScaler of the NetScaler HA Pair located in Availability
Zone 2. The only difference will be the SNIP, which for Availability Zone 2 in our example is
10.16.2.10.

On each primary NetScaler of the NetScaler HA Pairs in our two Availability Zones we will now
add the Remote Sites, using the same procedure.
Fill in the following information:
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Type: Remote
Site IP Address: The SNIP in use for the public ENI on the NetScaler HA Pair in Availability Zone
2. In this example, 10.16.2.10.
Public IP Address: Same as above
Repeat for the primary NetScaler of the NetScaler HA Pair located in Availability Zone 2; the SNIP
and Public IP address being 10.16.1.10

To ensure that the communication between the GSLB members is encrypted, we will need to
configure RPC.
On the primary NetScaler in Availability Zone 1, in the GUI, expand System, expand Network, and
click RPC. On the right, edit the RPC address of the other site’s GSLB Site IP (the SNIP). In our
example 10.16.2.10. Ensure to check the box Secure
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Repeat this on the primary NetScaler in Availability Zone 2.
Now, in the GUI of the Primary NetScaler of the NetScaler HA Pair in Availability Zone1, go back
to GSLB > Sites and should see it as active.
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GSLB Services
We will now enable our previously configured main NetScaler Gateway vServer. We will start on
the primary NetScaler in Availability Zone 1. In the GUI, expand Traffic
Management > GSLB and click Services. On the right, click Add.
Fill in the following information for Availability Zone 1:

Service Name: A descriptive service name, similar to the DNS name we are trying to GSLB.
Site Name: Local
Servic Type: SSL
Select Virtual Servers and from the list select the main NetScaler Gateway vServer. In our
example _XD_NSGW
Public IP: This field contains the public IP address that the GSLB ADNS service will hand out, in
response to DNS queries. Use the Elastic IP address that is mapped to the VIP (10.16.1.1) of the
NetScaler Gateway vServer.

citrix.com

130

Repeat this process for the primary NetScaler located in Availability Zone 2. Using the respective
EIP and main NetScaler Gateway vServer.

Click OK
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Click Done
Our next step is to configure the Remote site for each of our services.
On the primary NetScaler in Availability Zone 1, add another service, with the site type set to
REMOTE and instead of selecting an existing Virtual Server, we will select New Server.
Fill in the following information for Availability Zone 1:

Site Name: Select the REMOTE site that is hosting the service
Service Type: SSL
Server IP: Enter the actual VIP for the main NetScaler Gateway vServer configured on the
NetScaler HA Pair in Availability Zone 2. In our example, this is 10.16.2.11.
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Public IP: Enter the IP address that will be handed out by the GSLB ADNS servers to client DNS
requests. This is the EIP address of the VIP in Availability Zone 2.

Click Done.

On the Dashboard you might have to click on refresh to obtain the accurate state of the services. It
should show them as active as shown in the above screen.
Repeat this for Availability Zone 2, using the respective VIPs and EIPs.
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Click OK and Click Done.
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GSLB Virtual Server
The GSLB Virtual Server is the entity that the DNS name is bound to.
On the left, expand Traffic Management > GLSB and click Virtual Servers. Click Add.

Fill in the following information:

Name: Give it a descriptive name. Given that this is for an active/active scenario, we can name it
the same as our DNS name, as we will only need to create one single GSLB Virtual Server. For an
active/passive scenario we would have needed two GSLB Virtual Servers, one for each
Availability Zone.
DNS Record Type: A
Service Type: SSL to match our NetScaler Gateway Virtual Server
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On the right, in the Advanced column, click Service.

On the left, click where it says No GSLBVServer to GSLBService Binding.
Click the arrow next to Click to select
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As we are deploying an active/active scenario, select both GSLB Services presenting the main
NetScaler Gateway vServers for each of our Availability Zones. In our example.
desktop.awsxencloud.net-AZ1 for Availability Zone 1 and desktop.awsxencloud.net-AZ2 for
Availability Zone 2.

Click OK.
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Click Bind.

On the right, in the Advanced column, click Domains.
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Fill in the following information:

Domain Name: The FQDN for the GSLB service that ADNS will resolve. In our example, this is
desktop.awsxencloud.net.
Backup IP: As this is an active/active scenario there’s no need to provide a Backup IP.
Click Bind.
On the right, in the Advanced column, click Persistence.

Persistence: From the Persistence dropdown box select SOURCEIP for source IP address based
persistence of our virtual server.
Persistence Id: Provide a unique positive integer to identify our GSLB virtual server, which is
required for source IP address based persistence scenarios.
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Click Done.

Our next step is to create a GSLB Service for our StoreFront configuration. Follow the same
procedure as for the NetScaler Gateway GSLB Service.
GSLB Service for StoreFront in Availability Zone 1:
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GSLB Service for StoreFront in Availability Zone 2:

GSLB Virtual Server for StoreFront:
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In the GUI on primary NetScaler in Availability Zone 1, expand DNS > Records > Address
Records where we will see new DNS records for the GSLB domains we have just configured
(respectively desktop.awsxencloud.net and storefront.xencloud.net). Notice they are marked
as GSLB DOMAIN.

Next step is to setup identical GSLB Virtual Servers on the NetScaler HA Pair in Availability Zone
2, as the other NetScaler HA Pair needs to resolve the DNS names in an identical fashion.
Synchronizing the GSLB configuration between the GSLB sites will do this for us.
Go to Traffic Management > GSLB
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From the right side, select Synchronize configuration on remote sites

Click OK to begin synchronization
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DNS Delegation
DNS Delegation instructions will vary depending on what product is being used to host the public
DNS zone. This section details Microsoft DNS for our internal storefront.xencloud.net FQDN and
GoDaddy DNS for our public desktop.awsxencloud.net FQDN. These instructions should be
similar for BIND or other web-based DNS products.
As we want to enable GSLB for storefront.xencloud.net, we will need to create a delegation on
the DNS servers which are hosting the xencloud.net DNS zone (dc1.xencloud.net and
dc2.xencloud.net). For our public GSLB desktop.awsxencloud.net, we will need to edit the
public DNS zone for awsxencloud.net, in this example hosted at GoDaddy.

Delegation of storefront.xencloud.net using Microsoft DNS:
1. On the domain controller (named dc1.xencloud.net when using the default hostname
and domain name) run the DNS Manager.
2. Create Host Records pointing to the ADNS services running on the NetScaler HA Pairs
in each Availability Zone. Respectively 10.16.1.10 and 10.16.2.10 in our example.
3. The first record is gslbaz1.xencloud.net and will point to the public ENI SNIP in
Availability Zone 1.

4. The second record is gslbaz2.xencloud.net and will point to the public ENI SNIP in
Availability Zone 2.
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5. Next step is to create a delegation for our FQDN in the parent DNS zone.
6. Right click the parent DNS zone (xencloud.net) and click New Delegation. The New
Delegation Wizard will open, click Next

7. Enter storefront in the Delegated domain field. Click Next.
8. In the Name Servers page fill in the following information:
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9. Click Next, Click Finish.
If we now run nslookup against our Microsoft DNS server, we will get a Non-authoritative
answer, since it is one of our NetScalers responding and not the Microsoft DNS server itself.

Delegation of desktop.awsxencloud.net using GoDaddy DNS Service.
1. In the Zone File Editor of the GoDaddy DNSManager, add two A records, one for each of
our ADNS services. In this example, the first record (gslbaz1.awsxencloud.net or similar)
should point to the EIP associated with the SNIP of the public ENI located in Availability
Zone 1. In our example the EIP associated with the SNIP 10.16.1.10.
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2. The second A record is gslbaz2.awsxencloud.net (or something similar) and points to the
EIP for the SNIP of the public ENI of our NetScaler HA Pair in Availability Zone 2. In our
example setup, the EIP associated with SNIP 10.16.2.10.

3. Our next step is to setup the two authoritative nameservers for our FQDN
desktop.awsxencloud.net. Here we will configure the GoDaddy DNS servers to delegate a
“sub-domain” to our ADNS service. In our example, to globally load balance the name
“desktop” in the DNS domain “awsxencloud.net”, the authoritative nameservers are
configured is follows:
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This completes the GSLB setup of our NetScaler Gateway configuration, load balancing
between the two Availability Zones as shown in the picture below:

At the end of this step, we will have most of the resources of our architecture launched, besides the
XenApp or VDI worker instances as part of the Desktop Layer. Which will be covered in
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Step 6: Launch and Configure the Desktop Layer:
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Step 6: Launch and Configure the Desktop Layer
This includes:


Creating golden images for Hosted Shared Workers (XenApp) and VDI Workers



Creating machine catalogs based on those golden images using one of two methods:
o

Using MCS, the cloud-optimized and integrated Provisioning and Lifecycle Management
of XenDesktop. Using Citrix Studio or the PowerShell snap-ins.

o

Using AWS Cloud Formation scripts

Adding and Removing Farm Capacity
Farm capacity is defined as the number of Workers that are available for a certain workload in a XenApp
or XenDesktop Farm. There are several ways to perform capacity changes. Citrix Machine Creation
Services (MCS) provides the simplest means of creating a machine catalog. A machine catalog is a
collection of virtual machines (instances) or physical computers managed as a single entity. One or more
catalogs (complete catalogs or partial) can be grouped together and allocated to a delivery group, which
is the entity that will deliver applications or desktops to users.
Machine type and delivery group type
Pooled-random machines or instances are
used to create shared delivery groups

Pooled-static machines are used to
create private delivery groups

Dedicated machines are used to
create private delivery groups

Existing machines are used to
create private delivery groups

Physical machines are used to
create private delivery groups

Streamed machines are used to
create shared delivery groups
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Are instances created by XenApp and XenDesktop
when the catalog containing them is created



Discard the user's changes when the user logs off



Can be shut down and started by the Delivery
Controller



Are instances created by XenApp or XenDesktop
when the catalog containing them is created



Discard the user's changes when the user logs off



Can be shut down and started by the Delivery
Controller



Are instances created by XenApp or XenDesktop
when the catalog containing them is created



Retain the user's changes when the user logs off



Can be shut down and started by the Delivery
Controller



Are instances that already exist when the catalog
containing them is created



Can be configured to retain or discard the user's
changes when the user logs off



Can be shut down and started by the Delivery
Controller



Enable you to use the Delivery Controller to manage
dedicated blade PCs in a data center



Can be configured to retain or discard the user's
changes when the user logs off



Cannot be shut down or started by the Delivery
Controller



Are used with Provisioning services and therefore not
applicable to public cloud deployments such as AWS
EC2



Can be configured to retain or discard the user's
changes when the user logs off
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A Machine Catalog created with MCS has the following characteristics:
•

A golden image is prepared and created based on a standard Windows instance, that has all
desired software and customizations that an admin wants to make available in users’ virtual
desktops.

•

The finalized Golden image is an instance transformed in an AMI via the Create Image
procedure. And can be a private AMI (owned by the user or an AMI owned by someone else with
the appropriate access rights) or a public AMI.

•

An administrator defines the configuration of the instances by choosing the EC2 instance type
and network configuration for each catalog of instances.

•

The administrator chooses how many instances need to be created and added to the machine
catalog and defines a naming convention, such as “W2K12R2-MCS-###” (where ### will
automatically increment as 001, 002, etc.).

•

Instances are based on the snapshot of the Golden Image. Each instance created has two –
three disks assigned to it.

•

o

Master Image, A snapshot of the Golden Image. Depending on the machine type and
delivery group type, this snapshot will be retained for persistent catalog types and
discarded upon shutdown for pooled or shared catalogs.

o

Personality disk, a small 1 GB Volume. This disk contains some basic information such
as the machine name, SID, domain computer account password, and any other unique
info that needs to be injected into the OS on boot-up.

o

Personal vDisk (option) – This disk is used in cases where you want persistence in your
instance (out of scope of this document).

Personalization of each instance in the machine catalog is done automatically and there are no
special requirements.

Change Capacity via MCS
To perform capacity changes, you will need to provision a new Windows instance as our Golden Image
that is joined to the domain with the following requirements:
Windows Server OS (XenApp):
•

Windows Server 2012 R2

•

Windows Server 2012

•

Windows Server 2008 R2 SP1

Windows Desktop OS (XenDesktop VDI):
•

Windows 8.1

•

Windows 8

•

Windows 7 SP1

For Server VDI, we can use the command line interface to install a Virtual Desktop Agent (VDA) for
Windows Desktop on a supported server operating system
•

Windows Server 2012 R2

•

Windows Server 2012

•

Windows 2008 R2 SP1

At the time of this writing AWS does not offer desktop operating system instances.
See page 21 in Deploy XenApp 7.5 and 7.6 and XenDesktop 7.5 and 7.6 with Amazon VPC
(http://support.citrix.com/servlet/KbServlet/download/37135-102712892/Deploy%20XenApp%20and%20XenDesktop%207%205%20with%20Amazon%20VPC.pdf ) for
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precise instructions in creating a Golden Image or Master Image on AWS. The same document also
details the creation of a Machine Catalog and Delivery Group.

Change Capacity via CloudFormation template
As we’ve seen in Step 4: Launch the Delivery Controllers into the control layer we can also install
XenApp or XenDesktop components via an unattended MSI installation. And with the help of a
CloudFormation template we can automate process of creating a new Windows instance that will
automatically become an active XenApp or XenDesktop worker, part of a Machine Catalog and a
Delivery Group, upon launch of the instance.

Provisioning XenApp or XenDesktop Workers using AWS CloudFormation
and Windows PowerShell
You might want to open up the sample XA_VPC_WRK or VDI_VPC_WRK AWS CloudFormation template files
and follow along. These templates create respectively a XenApp or VDI Worker, based on a Golden AMI,
joins this instance to the domain, installs and configures the Virtual Desktop Agent, places it in a specific
OU of our AD and ads it to the desired Machine Catalog. To allow it to become automatically part of a
Delivery Group and publish applications or desktops.

Template Customization
The sample XA_VPC_WRK or VDI_VPC_WRK AWS CloudFormation Templates allow for
customization of parameters at template launch. You can modify those parameters, change the
default values, or create an entirely new set of parameters based on your specific deployment
scenario. The Worker Provision template parameters include the following default values.

Table 6: XenApp Worker Parameters

Parameter

Default

Description

KeyPairName

<User Provides>

Public/private key pairs allow you to connect securely to
your instance after it launches.

XAWorkerInstanceType

m1.xlarge

Type of EC2 instance to launch our XenApp Worker

XAWorkerOU

OU=Workers,OU=DaaS,
DC=xencloud,DC=net

The Organization Unit to place our XenApp Workers into

DomainDNSName

xencloud.net

Fully qualified domain name (FQDN) of the forest root
domain; e.g., corp.example.com.

DomainNetBIOSName

xencloud

NetBIOS name of the domain (up to 15 characters) for
users of earlier versions of Windows; e.g., CORP.

ServerNetBIOSName

AWSXAWRK01

NetBIOS name of the XenApp Worker (up to 15 characters)

DomainAdminUser

XenAdmin

User name for the account that is added as domain
administrator. This is separate from the default
"administrator" account.

DomainAdminPassword

<User Provides>

Password for the domain admin user

DomainMemberSGID

<User Provides>

ID of the Domain Member Security Group

WorkerSGID

<User Provides>

ID of the Worker Security Group

VPC

<User Provides>

ID of the VPC

WorkerSubnet

<User Provides>

ID of the XenApp Worker Subnet
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AD1PrivateIp

10.16.3.5

Fixed private IP for the first Active Directory server located
in AZ1

AD2PrivateIp

10.16.4.5

Fixed private IP for the second Active Directory server
located in AZ2

MachineCatalogUid

<User Provides>

The UID of the Catalog to which this machine will belong

MachineCatalogName

<User Provides>

Name of the Machine Catalog Pool to add the instance
into

HypervisorConnectionUid

<User Provides>

The UID of the AWS Connection

HypoervisorConnectionNa
me

<User Provides>

Name of te AWS Connection

DeliveryGroup

<User Provides>

Name of the Delivery Group

Table 7: XenDesktop VDI Worker Parameters

Parameter

Default

Description

KeyPairName

<User Provides>

Public/private key pairs allow you to connect securely to
your instance after it launches.

VDIWorkerInstanceType

t2.medium

Type of EC2 instance to launch or XenDesktop VDI Worker

VDIWorkerOU

OU=Workers,OU=DaaS,
DC=xencloud,DC=net

The Organization Unit to place our XenDesktop VDI
Workers into

DomainDNSName

xencloud.net

Fully qualified domain name (FQDN) of the forest root
domain; e.g., corp.example.com.

DomainNetBIOSName

xencloud

NetBIOS name of the domain (up to 15 characters) for
users of earlier versions of Windows; e.g., CORP.

ServerNetBIOSName

AWSVDIWRK01

NetBIOS name of the XenDesktop VDI Worker (up to 15
characters)

DomainAdminUser

XenAdmin

User name for the account that is added as domain
administrator. This is separate from the default
"administrator" account.

DomainAdminPassword

<User Provides>

Password for the domain admin user

DomainMemberSGID

<User Provides>

ID of the Domain Member Security Group

WorkerSGID

<User Provides>

ID of the Worker Security Group

VPC

<User Provides>

ID of the VPC

WorkerSubnet

<User Provides>

ID of the Worker Subnet

AD1PrivateIp

10.16.3.5

Fixed private IP for the first Active Directory server located
in AZ1

AD2PrivateIp

10.16.4.5

Fixed private IP for the second Active Directory server
located in AZ2

MachineCatalogUid

<User Provides>

The UID of the Catalog to which this machine will belong

MachineCatalogName

<User Provides>

Name of the Machine Catalog Pool to add the instance
into

HypervisorConnectionUid

<User Provides>

The UID of the AWS Connection

HypoervisorConnectionNa
me

<User Provides>

Name of te AWS Connection

DeliveryGroup

<User Provides>

Name of the Delivery Group
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This CloudFormation template is very similar to the Delivery Controller template used in Step-4. It
however places this Windows instance in a specific OU of our AD in the following way:
"2-join-domain"

:{

"command" : {
"Fn::Join" : [
"",
[
"powershell.exe ",
"-Command \"",
"Add-Computer -DomainName ",
{
"Ref" : "DomainDNSName"
},
" -Credential ",
"(New-Object System.Management.Automation.PSCredential('",
{
"Ref" : "DomainNetBIOSName"
},
"\\",
{
"Ref" : "DomainAdminUser"
},
"',",
"(ConvertTo-SecureString ",
{
"Ref" : "DomainAdminPassword"
},
" -OUPath ",
{
"Ref" : "XAWorkerOU"
},
" -AsPlainText -Force))) ",
"-Restart\""
]
]
},
"waitAfterCompletion" : "forever"
}

The following section of the CloudFormation script deals with the mounting of the XenApp or
XenDesktop media and installation of the 1st Delivery Controller.
"C:\\cfn\\scripts\\InstallXDVDA.ps1":{
"content":{
"Fn::Join":[
"",
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[
"write-output \"Install XenDesktp VDA Script Started.\"",
"\n",
"dir \\\\DC01\\XDinstall\\*.iso | Mount-DiskImage",
"\n",
"D: ",
"\n",
"Start-Process -FilePath \"D:\\X64\\XenDesktop Setup\\XenDesktopVDASetup.exe\" ",
"-ArgumentList \"/quiet /components vda /controllers xd7ddc.",
{
"Ref" : "DomainDNSName"
},
" /enable_hdx_ports /noreboot /enable_remote_assistance /logpath c:\\cfn\\log\" ",
"-workingDirectory \"D:\\X64\\XenDesktop Setup\"",
"\n",
"write-output \"Install XenDesktop VDA Script Finished.\"",
"\n"
]
]
}
}

The configuration of the Virtual Desktop Agent is controlled by the following section. A PowerShell
script named configureVDA.ps1 is called with a set of parameters. DomainNetBIOSName,
DomainAdminUser and DomainAdminPassword are used to provide our PowerShell script with
the desired authentication. DDCServerNetBIOSName1 for the name of the Delivery Controller and
MachineCatalogUid and MachineCatalogName for our Machine Catalog,
HypervisorConnectionUid and HypervisorConnectionName for our AWS Connection, and
DeliveryGroup for the name of our Delivery Group which will hold our new instance.
"powershell.exe ",
"-ExecutionPolicy",
" RemoteSigned",
" C:\\cfn\\scripts\\configureVDA.ps1 -DomainNetBIOSName ",
{
"Ref" : "DomainNetBIOSName"
},
" -DomainAdminUser ",
{
"Ref" : "DomainAdminUser"
},
" -DomainAdminPassword ",
{
"Ref" : "DomainAdminPassword"
},
" -DDCServerNetBIOSName1 ",
{
"Ref" : "DDCServerNetBIOSName1"
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},
" -MachineCatalogUid ",
{
"Ref" : " MachineCatalogUid "
},
" -MachineCatalogName ",
{
"Ref" : " MachineCatalogName "
},
" -HyperVisorconnectionUid ",
{
"Ref" : " HyperVisorconnectionUid "
},
" -HyperVisorconnectionName ",
{
"Ref" : " HyperVisorconnectionName "
},
" -DeliveryGroup ",
{
"Ref" : " DeliveryGroup "
}
]
]
}
}

citrix.com

160

At the end of this step we will have completed our deployment, and will have all our resources launched:

Section 4: Appendix
Further Reading


Microsoft on AWS:




http://aws.amazon.com/microsoft/

Amazon EC2 Windows Guide:


http://docs.amazonwebservices.com/AWSEC2/latest/WindowsGuide/Welcome.html?r=787
0
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Microsoft AMIs for Windows and SQL Server:


http://aws.amazon.com/windows



http://aws.amazon.com/amis/Microsoft?browse=1



http://aws.amazon.com/amis/6258880392999312 (SQL Server)

AWS Windows and .NET Developer Center:




http://aws.amazon.com/net

Whitepapers:


Citrix XenDesktop 7.5 on AWS Design Guide http://www.citrix.com/content/dam/citrix/en_us/documents/partnerdocuments/xendesktop-75-on-amazon-web-services-design-guide.pdf



Hybrid cloud provisioning with Citrix XenDesktop and XenApp http://www.citrix.com/content/dam/citrix/en_us/documents/products-solutions/hybridcloud-provisioning-with-citrix-xendesktop-and-xenapp.pdf



Citrix XenApp 6.5 on AWS Reference Architecture -

http://www.citrix.com/content/dam/citrix/en_us/documents/products-solutions/citrix-xenapp-onaws-reference-architecture.pdf


Citrix XenApp 6.5 on AWS Implementation Guide -

http://www.citrix.com/content/dam/citrix/en_us/documents/products-solutions/citrix-xenapp-onaws-implementation-guide.pdf


Scalability and Economics of XenDesktop 7.5 on AWS http://www.citrix.com/content/dam/citrix/en_us/documents/partnerdocuments/scalability-and-economics-of-citrix-xenapp-and-citrix-xendesktop-7.6-onamazon-web-services.pdf



Scalability and Economics of XenApp 6.5 on AWS http://www.citrix.com/content/dam/citrix/en_us/documents/partnerdocuments/scalability-and-economics-of-xenapp-on-amazon-cloud.pdf



How to deploy XenApp and XenDesktop with AWS http://support.citrix.com/article/CTX140427



Citrix Director and EdgeSight Technologies – Reference Architecture http://support.citrix.com/article/CTX139051
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Windows 8 and 8.1 Virtual Desktop Optimization Guide http://support.citrix.com/article/CTX140375



StoreFront Planning Guide –

http://support.citrix.com/article/CTX136547


XenDesktop Handbook – An Architects guide to desktop virtualization http://support.citrix.com/servlet/KbServlet/download/35949-102714771/Citrix%20Virtual%20Desktop%20Handbook%20(7x).pdf



Citrix NetScaler and Citrix XenDesktop 7 Deployment Guide http://www.citrix.com/content/dam/citrix/en_us/documents/products-solutions/citrixnetscaler-and-citrix-xendesktop-7-deployment-guide.pdf



Installing CloudBridge VPX on AWS –
http://support.citrix.com/article/CTX136046



Providing SSO to Amazon EC2 Apps from an On-premises Windows Domain http://download.microsoft.com/download/6/C/2/6C2DBA25-C4D3-474B-8977E7D296FBFE71/EC2-Windows%20SSO%20v1%200--Chappell.pdf



Secure Microsoft Applications on AWShttp://media.amazonwebservices.com/AWS_Microsoft_Platform_Security.pdf



Deploy Remote Desktop Gateway on the AWS Cloud https://s3.amazonaws.com/quickstartreference/microsoft/rdgateway/latest/doc/Microsoft_Remote_Desktop_Gateway_Quick_St
art.pdf



SQL Server 2012 and 2014 with WSFC https://s3.amazonaws.com/quickstartreference/microsoft/sql/latest/doc/Microsoft_WSFC_and_SQL_AlwaysOn_Quick_Start.pdf

CloudFormation Templates
Several CloudFormation Templates have been used throughout this document. They can be found at the
following locations:
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https://s3.amazonaws.com/cf-

Master XenApp or XenDesktop on AWS

XenDesktop/RA/XD76_VPC_Master.json

CloudFormation Template. Launches the
various component stacks mentioned below

https://s3.amazonaws.com/cf-

Creates NetScaler HA Pair per Availability Zone

XenDesktop/RA/XD76_VPC_NS_PLT_1GB_v5.0.json

https://s3.amazonaws.com/cf-

Creates Active Directory Infrastructure complete

XenDesktop/RA/XD76_VPC_AD_2012.json

with all Security Groups, Subnets etc.

https://s3.amazonaws.com/cf-

Creates Two SQL Server instances ready for

XenDesktop/RA/XD76_VPC_SQL_AlwaysOn.json

deploying the XenApp / XenDesktop databases.
Requires two AZs.

https://s3.amazonaws.com/cf-

Creates XenApp / XenDesktop Farm using

XenDesktop/RA/XD76_VPC_DDC.json

CloudFormation and PowerShell

https://s3.amazonaws.com/cf-

Creates XenApp Worker Servers using

XenDesktop/RA/XA_VPC_WRK.json

CloudFormation and PowerShell tools

https://s3.amazonaws.com/cf-

Creates XenDesktop VDI Worker Servers using

XenDesktop/RA/VDI_VPC_WRK.json

CloudFormation and PowerShell tools
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